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8.1 Elements of music theory and notation
Music as well as language was long cultivated by aural transmission before any kind of systematic
method of writing it down was invented. But the desire to record laws, poetry and other permanent
statements gave rise the problem of how to write down music. In western tradition the focus is on
a symbolic system which can represent both the pitch and the rhythm of a melody. In the following
section the general principles of western notation will be presented.
In music the word note can mean three things: (1) a single sound of fixed pitch; (2) the written
symbol of a musical sound; (3) a key on the piano or other instrument. A note is often considered as
the atomic element in the analysis and perception of the musical structure. The two main attributes
of a note are pitch and duration. These are the two most important parameters in music notation and,
probably not coincidentally, the first ones to evolve. A functional piece of music can be notated using
just these two parameters. Most of the other ones, such as loudness, instrumentation, or tempo, are
usually written in English or Italian somewhere outside of the main musical framework.

8.1.1 Pitch
In music, a scale is a set of musical notes that provides material for part or all of a musical work.
Scales are typically ordered in pitch, with their ordering providing a measure of musical distance.
Human pitch-perception is periodic: a note with a doubled frequency as another sounds very similar
and is commonly given the same name, called pitch class. The interval (i.e. the span of notes) between
these two notes is called octave. Thus the complete definition of a note consists of its pitch class and
the octave it lies in. Scales in traditional Western music generally consist of seven notes (pitch classes)
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Figure 8.1: One octave in a piano keyboard.
and repeat at the octave. The name of the notes of a scale is indicated by the first seven letters of the
alphabet. For historical reasons the musical alphabet starts from C and not from A, and it is arranged
thus: C D E F G A B, closing again with C, so producing an interval from C to C of eight notes.
These eight notes are represented by white keys on the piano keyboard (Figure 8.1). In Italian the
pitch classes are called, respectively, do, re, mi, fa, sol, la, si. The octaves are indicated by numbers.
In general the reference is the fourth octave containing the C4 (the middle C) and A4 (the diapason
reference) with frequency f = 440 Hz. The lowest note on most pianos is A0, the highest C8.
8.1.1.1 Pitch classes, octaves and frequency
In most western music the frequencies of the notes are tuned according the twelve-tone equal temperament. In this system the octave is divided into a series of 12 equal steps (equal frequency ratio).
On a piano keyboard the steps are represented by the 12 white and black keys forming an octave.
The interval between two adjacent keys (white or black) is called semitone or half tone. The ratio s
corresponding to a semitone can be determined considering that the octave ratio is composed by 12
semitones, i.e. s12 = 2, and thus the semitone frequency ratio is given by
√
12
s=
2 ≈ 1.05946309
(8.1)
i.e. about a six percent increase in frequency. The semitone is further divided in 100 (equal ratio)
steps, called cents. I.e.
√
1 cent = 100 s ≈ 1.000577
The distance between two notes whose frequency are f1 and f2 is 12 log2 (f1 /f2 ) semitones =
1200 log2 (f1 /f2 ) cents. The just noticeable difference in pitch is about five cents.
In the equal temperament system a note which is n steps or semitones apart the central A (A4) has
frequency
f = 440 × 2n/12 Hz = 440 × sn Hz
(8.2)
For example middle C (C4) is n = −9 semitones apart from A4 and has frequency f = 440 ×
2−9/12 = 261.63 Hz. A convenient logarithmic scale for pitch is simply to count the number of
semitones from a reference pitch, allowing fractions to permit us to specify pitches which don’t fall
on a note of the Western scale. This creates a linear pitch space in which octaves have size 12 and
semitones have size 1. Distance in this space corresponds to physical distance on keyboard instruments, orthographical distance in Western musical notation, and psychological distance as measured
in psychological experiments and conceived by musicians. The most commonly used logarithmic
pitch scale is MIDI pitch, in which the pitch 69 is assigned to a frequency of 440 Hz, i.e. A4, the A
above middle C. A note with MIDI pitch p has frequency
f = 440 × 2(p−69)/12 Hz = 440 × sp−69 Hz
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Figure 8.2: Example of a sharp (a) and a flat (b) note. Example of a key signature (c): D major.

and a note with frequency f Hz has MIDI pitch
p = 69 + 12 log2 (f /440)

(8.4)

Because there are actually 12 notes on the keyboard, the 7 note names can also be given a modifier,
called accidental. The two main modifiers are sharps (Fig. 8.2(a)) and flats 8.2(b)) which respectively
raise or lower the pitch of a note by a semitone, where a semitone is the interval between two adjacent
keys (white or black).
If we ignore the difference between octave-related pitches, we obtain the pitch class space, which
is a circular representation. Since pitch class space is a circle, we return to our starting point by taking
a series of steps in the same direction: beginning with C, we can move ”upward” in pitch class space,
through the pitch classes C♯, D, D♯, E, F, F♯, G, G♯, A, A♯, and B, returning finally to C. We can
assign numbers to pitch classes. These numbers provide numerical alternatives to the letter names of
elementary music theory: 0 = C, 1 = C♯=D♭, 2 = D, and so on. Thus given a Midi pitch p, its pitch
class pc and octave number oct are given by
pc = p

mod 12

(8.5)

oct = ⌊p/12⌋ − 1

(8.6)

and viceversa
p = pc + 12(oct + 1)

(8.7)

For example middle C (C4) has p = 60, and pc = 0, oct = 4. Notice that some pitch classes,
corresponding to black keys in the piano, can be spelled differently: e.g. pc = 1 can be spelled as C♯
or as D♭.
8.1.1.2 Musical scale.
All humans perceive a large continuum of pitch. However, the pitch systems of all cultures consist of
a limited set of pitch categories that are collected into ordered subsets called scales. In music, a scale
is a set of musical notes that provides material for part or all of a musical work. Scales in traditional
Western music generally consist of seven notes (diatonic scale) derived from an alphabet of the 12
chromatic notes within an octave, and repeat at the octave. Notes are separated by whole and half
step intervals of tones and semitones. In many musical circumstances, a specific note is chosen as the
tonic: the central and most stable note of the scale. Relative to a choice of tonic, the notes of a scale
are often labelled with roman numbers recording how many scale steps above the tonic they are. For
example, the notes of the C diatonic scale (C, D, E, F, G, A, B) can be labelled I, II, III, IV, V, VI,
VII, reflecting the choice of C as tonic. The term ”scale degree” refers to these numerical labels: in
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the previous case, C is called the first degree of the scale, D is the second degree of the scale, and so
on. In the C diatonic scale, with C chosen as tonic, C is the first scale degree, D is the second scale
degree, and so on. In the major scale the pattern of intervals in semitones between subsequent notes
is 2-2-1-2-2-2-1; these numbers stand for whole tones (2 semitones) and half tones (1 semitone). The
interval pattern of minor scale is 2-1-2-2-1-2-2. The scale defines interval relations relative to the
pitch of the first note, which can be any one of the keyboard.
In the western music, the scale define also a relative importance of the different degree. The first (I)
degree (called tonic or keynote) is the most important. The degree next in importance is the fifth (V),
called dominant because of its central position and dominating role in both melody and harmony. The
fourth (IV) degree (subdominant) has a slightly dominating role that the dominant. The other degree
are supertonic (II), mediant (III), submediant (VI), leading note (VII). The numerical classification
depends also on the scale: for example in the major scale the (major) third has 2 + 2 = 4 semitones
interval, while in the minor scale the (minor) third has 2 + 1 = 3 semitones interval. There are five
adjectives to qualify the intervals: perfect intervals are the I, IV, V, and VIII. The remaining intervals
(e.g. II, III, VI, VII) in the major scale are called major intervals. If a major interval is reduced by
a semitone, we get a minor interval. If a major or perfect interval is increased by a semitone, we get
a corresponding augmented interval. Any minor or perfect interval reduced by a semitone is called
diminished interval.
The scale made by 12 tones per octave is called chromatic scale.

8.1.1.3 Musical staff
Notation of pitch is done by using a framework (or grid) of five lines called a staff. Both the lines and
spaces are used for note placement. How high or low a pitch is played is determined by how high or
low the note head is placed on the staff.
Notes outside the range covered by the lines and spaces of the staff are placed on, above or below
shorter lines, called leger (or ledger ) lines, which can be placed above or below the staff. Music is
read from ’left’ to ’right’, thus it is a sort of two dimensional representation in a time-frequency plane.
A piano uses two staves, each one covering a different range of notes (commonly known as register). They are read simultaneously: two notes that are in vertical alignment are played together. An
orchestral score will often have more than ten staves. To establish the pitch of any note on the staff
we place a graphical symbol called a clef at the far left-hand side of the staff. The clef establishes the
pitch of the note on one particular line of the staff and thereby fixes the pitch of all the other notes
lying on, or related to, the same staff (see Fig. 8.3 and 8.4).
Sometimes (but not always) accidentals are placed to the immediate right of the clef sign and
before the Time Signature. This indicates the tonality (or key) the song should be played in. The Key
Signature consists of a small group of sharps or flats and tells you if any note (more precisely, pitch
class) should be consistently sharped or flatted (Fig. 8.2(c)). For example, if there is a sharp on the
F and on the C in a key signature (as in Fig. 8.2(c)), it tells a musician to play all notes ”F” as ”F♯”
instead and all C notes as as ”C♯”, regardless of whether or not they fall on that line. A flat on the B
line tells a musician to play all notes ”B” as Bb, and so on. The natural sign ( ♮ ) in front of a note will
signal that the musician should play the white key version of the note. The absence of any sharp or
flats at the beginning tells you the song is played in the key of C, i.e. without any pitch modification
(as Fig. 8.3).
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Figure 8.3: Staff and note names.

Figure 8.4: Correspondence of keys and notes on the staff.

8.1.2 Note duration
Music takes place in time, and so musicians have to organize it in terms not only of pitch but also of
duration. They must chose whether the sounds they use shall be shorter or longer, according to the
artistic purpose they whish to serve.
When we deal with symbolic representation, the symbolic duration (or note length) refers to the
perceptual and cognitive organization of sounds, which prefer simple relations. Thus the symbolic
duration is the time interval between the beginning of the event and the beginning of the next event,
which can also be a rest. Notice that the actual sound duration (physical duration) can be quite
different and normally is longer, due to the decay time of the instrument. In this chapter when not
explicitly stated, we will deal with symbolic duration.
Duration symbols. In order to represent a sound, apart for naming it alphabetically, a symbol is
used. Where the vertical position of a note on a staff or stave determines its pitch, its relative time
value or length is denoted by the particular sign chosen to represent it. The symbols for note lengths
are indicated in Table 8.1 and how sound lengths are divided is shown in Fig. 8.5. This is the essence
of proportional time notation. The signs indicate only the proportions of time-lengths and do not give
duration in units of time, minutes or seconds.
At present the longest note in general use is the whole note or semibreve, which serves as the basic
unit of length: i.e. the whole note has conventional length equal 1. This is divided (Fig. 8.5) into two
half notes or minims (minime), 4 quarters or crotchets (semiminime), 8 eighths or quarvers (crome),
16 sixteenths or semiquarvers (semicrome), 32 thirty-seconds or demisemiquarvers (biscrome) . The
corresponding symbols for rests (period of silence) are shown in Figure 8.6.
Notice that when we refer to symbolic music representation, as in scores, the note length is also
called duration. However symbolic duration does not represent the actual duration of a sound; instead
it refers to the difference from beginning of the next event to the beginning of the actual event. The real
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Note name:
American
Italian
English
Length

whole
semibreve
semibreve
1

half
minima
minim
1/2

quarter
semiminima
crotchet
1/4

eighth
croma
quaver
1/6

sixteen
semicroma
semiquarver
1/16

thirty-second
biscroma
demisemiquarver
1/32

Note symbol
Rest symbol
Table 8.1: Duration symbols for notes and rests.

Figure 8.5: Symbols for note length.
sound duration depends on the instrument type, how it is played, etc., and normally is not equivalent.
A dot, placed to the immediate right of the note-head, increases its time-value by half. A second
dot, placed to the immediate right of the first dot, increases the original undotted time-value by a
further quarter. Dots after rests increase their time-value in the same way as dots after notes. A tie (a
curved line connecting the heads of two notes) serves to attach two notes of the same pitch. Thus the
sound of the first note will be elongated according the value of the attached note. This is illustrated in
the example given in Fig. 8.7 where a crotchet (quarter note) tied to a quaver (eighth note) is equivalent
to the dotted crotchet (dotted quarter note) that follows. To divide a note value into three equal parts,
or some other value than two, tuplets may be used. The most common tuplet is the triplet: in this case
the note length is reduced to 2/3 the original duration.

8.1.3 Tempo
The signs of Table 8.1 do not give duration in units of time, minutes or seconds. The relationship
between notes and rests is formalized but the duration or time value in seconds of any particular note
is unquantified. It depends on the speed the musical piece is played. Tempo is the word used to cover
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Figure 8.6: Symbols used to indicate rests of different length.

Figure 8.7: Tie example: crotchet (quarter note) tied to a quaver (eighth note) is equivalent to the
dotted crotchet (dotted quarter note).
all the variation of speed, from very slow to very fast.
Until the invention of a mechanical device called the metronome, the performance speed of a piece
of music was indicated in three possible ways: through the use of tempo marks, most commonly in
Italian; by reference to particular dance forms whose general tempi would have been part of the
common experience of musicians of the time; by the way the music was written down, in particular,
the choice of note for the beat and/or the time signature employed. Many composers give metronome
marks to indicate exact tempo. The metronome measures the number of beats per minute (BPM) at
any given speed. The allegro tempo may correspond to 120 BPM, i.e. beats per minute. This value
corresponds to a frequency of 120/60 = 2 beats per second. The beat duration is the inverse of the
frequency, i.e. d = 1/2 = 0.5 sec. However most musicians would agree that it is not possible to
give beats per minute (BPM) equivalents for these terms; the actual number of beats per minute in
a piece marked allegro, for example, will depend on the music itself. A piece consisting mainly of
minims (half notes) can be played very much quicker in terms of BPM than a piece consisting mainly
of semi-quavers (sixteenth notes) but still be described with the same word.

8.1.4 Rhythm
Rhythm is the arrangement of events in time. In music, where rhythm has probably reached its highest
conscious systematization, a regular pulse or beat, appears in groups of two, three and their compound
combinations. The first beat of each group is accented. The metrical unit from one accent to the next is
called a bar or measure. This unit is marked out in written scores by vertical lines (bar lines) through
the staff in front of each accented beat.
Notice that tempo is often defined referring to rhythm and metre. The time signature (also known
as ”meter signature”) is used to specify how many beats are in each bar and what note value constitutes
one beat. Most time signatures comprise two numbers, one above the other. In text (as in this chapter),
time signatures may be written in the manner of a fraction, e.g. 3/4. The first number indicates how
many beats there are in a bar or measure; the second number indicates the note value which represents
one beat (the ”beat unit”). For example 3/4 indicates three quarter note beats per measure (Fig. 8.8(a)).
In this case a metronome indication of 120 BPM (Fig. 8.8(b)) corresponds to 120/60 beats per second:
each quarter lasts 60/120 = 0.5 sec and the measure lasts 3 × 0.5 = 1.5 sec. The duration of a
musical unit, i.e. a semibreve, is 4 × 0.5 = 2 sec. In general given a time signature n1 /n2 and a
metronome marking m BPM, we have that the beat duration is dbeat = 60/m sec, the bar duration
dbar = n1 × 60/m sec, and the musical unit duration dbar = n2 × 60/m sec.
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(a)

(b)

Figure 8.8: (a) Example of a time signature: 3/4 indicates three quarter note beats per measure.
(b) Example of a metronome marking: 120 quarters to the minute.

8.1.5 Dynamics
In music, dynamics refers to the volume or loudness of the sound or note. The full terms for dynamics
are sometimes written out, but mostly are expressed in symbols and abbreviations (see Table 8.2).
There are also traditionally in Italian and will be found between the staves in piano music. In an
orchestral score, they will usually be found next to the part to which they apply.
SYMBOL
pp
p
mp
mf
f
ff

TERM
pianissimo
piano
mezzopiano
mezzoforte
forte
fortissimo

MEANING
very soft
soft
medium soft
medium loud
loud
very loud

Table 8.2: Symbols for dynamics notation.
In addition, there are words used to indicate gradual changes in volume. The two most common
are crescendo, sometimes abbreviated to cresc, meaning ”get gradually louder”; and decrescendo or
diminuendo, sometimes abbreviated to decresc and dim respectively, meaning ”get gradually softer”.
These transitions are also indicated by wedge-shaped marks. For example, the notation in Fig. 8.9
indicates music starting moderately loud, then becoming gradually louder and then gradually quieter:

Figure 8.9: Dynamics notation indicating music starting moderately loud (mezzo forte), then becoming gradually louder (crescendo) and then gradually quieter (diminuendo).

8.1.6 Harmony
In music theory, harmony is the use and study of the relationship of tones as they sound simultaneously and the way such relationships are organized in time. It is sometimes referred to as the ”vertical”
aspect of music, with melody being the ”horizontal” aspect. Very often, harmony is a result of counterpoint or polyphony, several melodic lines or motifs being played at once, though harmony may
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control the counterpoint. The term ”chord” refers to three or more different notes or pitches sounding
simultaneously, or nearly simultaneously, over a period of time.
Within a given key, chords can be constructed on each note of the scale by superimposing intervals
of a major or minor third (four and three semitones, respectively), such as C-E-G giving the C major
triad, or A-C-E giving the A minor triad. A harmonic hierarchy similar to the tonal hierarchy has been
demonstrated for chords and cadences. The harmonic hierarchy orders the function of chords within a
given key according to a hierarchy of structural importance. This gives rise to one of the particularly
rich aspects of Western tonal music: harmonic progression. In the harmonic hierarchy, the tonic chord
(built on the first degree of the scale) is the most important, followed by the dominant (built on the
fifth degree) and the sub-dominant (built on the fourth degree). These are followed by the chords built
on the other scale degrees. Less stable chords, that is those that have a lesser structural importance,
have a tendency in music to resolve to chords that are more stable. These movements are the basis
of harmonic progression in tonal music and also create patterns of musical tension and relaxation.
Moving to a less stable chord creates tension, while resolving toward a more stable chord relaxes that
tension. Krumhansl has shown that the harmonic hierarchy can be predicted by the position in the
tonal hierarchies of the notes that compose the chords (see sect. 8.3.3).

8.2 Organization of musical events
8.2.1 Musical form
We can compare a single sound, chord, cadence to a letter, a word, or a punctiation mark in language.
In this section we will see how all these materials take formal shape and are used within the framework
of a musical structure.
8.2.1.1 Low level musical structure
The bricks of music are its motives, the smallest unit of a musical composition. To be intelligible, a
motive has to consists of at least two notes, and have a clearly recognizable rhythmic pattern, which
gives it live. Usually a motive consists of few notes as for example the four notes at the beginning of
Beethoven’s Fifth Symphony. If you recall the continuation of the symphony, you realize that this motive is the foundation of the whole musical building. It is by mean of motive and its development (e.g.
repetition, transposition, modification, contrapuntal use, et.) that a composer state, and subsequently
explain his idea.
A figure figure is a recurring fragment or succession of notes that may be used to construct the
accompaniment. A figure is distinguished from a motif in that a figure is background while a motif is
foreground
8.2.1.2 Mid and high level musical structure
A musical phrase can consist of one or more motives. The end is marked by a punctuation, e.g.
a cadence. Phrases can be combined to form a period or sentence: i.e. a section of music that is
relatively self contained and coherent over a medium time scale. In common practice phrases are
often four and most often eight bars, or measures, long.
The mid-level of musical structure is made up of sections of music. Periods combine to form larger
sections of musical structure. The length of a section may vary from sixteen to thirty-two measures in
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length - often, sections are much longer. At the macro-level of musical structure exists the complete
work formed of motives, phrases and sections.
8.2.1.3 Basic patterns
Repetition, variation and contrast may be seen as basic patterns. These patterns have been found to
be effective at all levels of music structure, whether it be shorter melodic motives or extended musical
compositions. These basic patterns may be found not only in all world musics, but also in the other
arts and in the basic patterns of nature.
Repetition of the material of music plays a very important role in the composing of music and somewhat more than in other artistic media. If one looks at the component motives of any melody,
the successive repetition of the motives becomes apparent. A melody tends to ”wander” without repetition of its rhythmic and pitch components and repetition gives ”identity” to musical
materials and ideas. Whole phrases and sections of music often repeat. Musical repetition has
the form A A A A A A A A A etc..
Variation means change of material and may be slight or extensive. Variation is used to extend
melodic, harmonic, dynamic and timbral material. Complete musical phrases are often varied.
Musical variation has the form A A1 A2 A3 A4 A5 A6 etc..
Contrast is the introduction of new material in the structure or pattern of a composition of music
that contrasts with the original material. Contrast extends the listener’s interest in the musical
”ideas” in a phrase or section of music. It is most often used in the latter areas of phrases or
sections and becomes ineffective if introduced earlier. Musical contrast has the form A B C D
E F G etc..
The patterns of repetition, variation, and contrast form the basis for the structural design of
melodic material, the accompaniment to melodic material, and the structural relationships of phrases
and sections of music. When these basic patterns are reflected in the larger sectional structure of
complete works of music, this level of musical structure defines the larger sectional patterns of music.
8.2.1.4 Basic musical forms
Form in music refers to large and small sectional patterns resulting from a basic model. There are
basic approaches to form in music found in cultures around the world. In most cases, the form of a
piece should produce a balance between statement and restatement, unity and variety, contrast and
connection. Throughout a given composition a composer may:
1. Present a melody and continually repeat it (A-A-A-A-A-A etc.),
2. Present a melody and continually vary it (A A1 A2 A3 A4 A5 etc.),
3. Present a series of different melodies (A-B-C-D-E-F-G etc.),
4. Alternate a repeating melody with other melodies (A-B-A-C-A-D-A-E-A etc.),
5. Present a melody and expand and/or modify it.
Binary form is a way of structuring a piece of music into two related sections, both of which are
usually repeated. Binary form is usually characterized as having the form AB. When both sections
repeat, a more accurate description would be AABB. Ternary form is a three part structure. The
first and third parts are identical, or very nearly so, while the second part is sharply contrasting. For
this reason, ternary form is often represented as ABA. Arch form is a sectional way of structuring
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a piece of music based on the repetition, in reverse order, of all or most musical sections such that
the overall form is symmetrical, most often around a central movement. The sections need not be
repeated verbatim but at least must share thematic material. It creates interest through an interplay
among memory, variation, and progression. An example is A-B-C-D-C-B-A.

8.2.2 Cognitive processing of music information
Adapted from: Mc Adams, Audition: Cognitive Psychology of Music 1996
When we consider the perception of large scale structures like music, we need to call into play
all kinds of relationships over very large time scales on the order of tens of minutes or even hours.
It is thus of great interest to try to understand how larger scale temporal structures, such as music,
are represented and processed by human listeners. These psychological mechanisms are necessary
for the sense of global form that gives rise to expectancies that in turn may be the basis for affective
and emotional responses to musical works. One of the main goals of auditory cognitive psychology
is to understand how humans can ”think in sound” outside the verbal domain. The cognitive point of
view postulates internal (or mental) representations of abstract and specific properties of the musical
sound environment, as well as processes that operate on these representations. For example, sensory
information related to frequency is transformed into pitch, is then categorized into a note value in a
musical scale and then ultimately is transformed into a musical function within a given context.

Figure 8.10: Schema illustrating the various aspects of musical information processing [from
McAdams 1996].
The processing of musical information may be conceived globally as involving a number of different ”stages” (Fig. 8.10). Following the spectral analysis and transduction of acoustic vibrations in the
auditory nerve, the auditory system appears to employ a number of mechanisms (primitive auditory
This book is licensed under the CreativeCommons Attribution-NonCommercial-ShareAlike 3.0 license,
c
⃝2005-2012
by the authors except for paragraphs labeled as adapted from <reference>

8-12

Algorithms for Sound and Music Computing [v.April 15, 2012]

grouping processes) that organize the acoustic mixture arriving at the ears into mental ”descriptions”.
These descriptions represent events produced by sound sources and their behaviour through time.
Research has shown that the building of these descriptions is based on a limited number of acoustic
cues that may reinforce one another or give conflicting evidence. This state of affairs suggests the
existence of some kind of process (grouping decisions) that sorts out all of the available information
and arrives at a representation of the events and sound sources that are present in the environment
that is as unambiguous as possible. According to theory of auditory scene analysis, the computation
of perceptual attributes of events and event sequences depends on how the acoustic information has
been organized at an earlier stage. Attributes of individual musical events include pitch, loudness, and
timbre, while those of musical event sequences include melodic contour, pitch intervals, and rhythmic
pattern. Thus a composer’s control of auditory organization by a judicious arrangement of notes can
affect the perceptual result.
Once the information is organized into events and event streams, complete with their derived
perceptual attributes, what is conventionally considered to be music perception begins.
• The auditory attributes activate abstract knowledge structures that represent in long-term memory the relations between events that have been encountered repeatedly through experience in
a given cultural environment. That is, they encode various kinds of regularities experienced in
the world. Bregman (1993) has described regularities in the physical world and believes that
their processing at the level of primitive auditory organization is probably to a large extent innate. There are, however, different kinds of relations that can be perceived among events: at the
level of pitches, durations, timbres, and so on. These structures would therefore include knowledge of systems of pitch relations (such as scales and harmonies), temporal relations (such as
rhythm and meter), and perhaps even timbre relations (derived from the kinds of instruments
usually encountered, as well as their combinations). The sound structures to be found in various
occidental cultures are not the same as those found in Korea, Central Africa or Indonesia, for
example. Many of the relational systems have been shown to be hierarchical in nature.
• A further stage of processing (event structure processing) assembles the events into a structured mental representation of the musical form as understood up to that point by the listener.
Particularly in Western tonal/metric music, hierarchical organization plays a strong role in the
accumulation of a mental representation of musical form. At this point there is a strong convergence of rhythmic-metric and pitch structures in the elaboration of an event hierarchy in which
certain events are perceived to be stronger, more important structurally, and more stable. The
functional values that events and groups of events acquire within an event hierarchy generate
perceptions of musical tension and relaxation or, in other words, musical movement. They also
generate expectancies about where the music should be going in the near future based both on
what has already happened and on abstract knowledge of habitual musical forms of the culture–
even for pieces that one has never heard before. In a sense, we are oriented–by what has been
heard and by what we ”know” about the musical style–to expect a certain type of event to follow
at certain pitches and at certain points in time.
• The expectancies drive and influence the activation of knowledge structures that affect the way
we interpret subsequent sensory information. For example, we start to hear a certain number of
pitches, a system of relations is evoked and we infer a certain key; we then expect that future
information that comes in is going to conform to that key. A kind of loop of activity is set up,
slowly building a mental representation that is limited in its detail by how much knowledge one
actually has of the music being heard. It is also limited by one’s ability to represent things over
the long term, which itself depends on the kind of acculturation and training one has had. It
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does not seem too extreme to imagine that a Western musician could build up a mental structure
of much larger scale and greater detail when listening to a Mahler symphony that lasts one
and half hours, than could a person who just walked out of the bush in Central Africa. The
reverse would be true for the perception of complex Pygmy polyphonic forms. However, on
the one hand we are capable of hearing and enjoying something new, suggesting that there may
be inborn precursors to musical comprehension in all human beings that makes this possible.
On the other hand, what we do hear and understand the first time we encounter a new musical
culture is most likely not what a native of that culture experiences.
The expectancies generated by this accumulating representation can also affect the grouping
decisions at the basic level of auditory information processing. This is very important because
in music composition, by playing around with some of these processes, one can set up perceptual contexts that affect the way the listener will tend to organize new sensory information.
This process involves what Bregman (1990) has called schema-driven processes of auditory
organization.
While the nature and organization of these stages are probably similar across cultures in terms of
the underlying perceptual and cognitive processing mechanisms involved, the ”higher level” processes
beyond computation of perceptual attributes depend quite strongly on experience and accumulated
knowledge that is necessarily culture-specific.

8.2.3 Auditory grouping
Sounds and sound changes representing information must be capable of being detected by the listener.
A particular configuration of sound parameters should convey consistent percept to the user. Auditory
grouping studies the perceptual process by which the listener separates out the information from an
acoustic signal into individual meaningful sounds (fig. 8.11).

Figure 8.11: Auditory organization
The sounds entering our ears may come from a variety of sources. The auditory system is faced
with the complex tasks of:
• Segregating those components of the combined sound that come from different sources.
• Grouping those components of the combined sound that come from the same source.
In hearing, we tend to organise sounds into auditory objects or streams. Bregman (1990) has termed
this process Auditory Scene Analysis (fig. 8.12). It includes all the sequential and cross-spectral process which operate to assign relevant components of the signal to perceptual objects denoted auditory
streams.
The brain needs to group simultaneously (separating out which frequency components that are
present at a particular time have come from the same sound source) and also successively(deciding
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Figure 8.12: Auditory scene analysis
which group of components at one time is a continuation of a previous group). Some processes
exclude part of the signal from a particular stream. Others help to bind each stream together.
A stream is
• a psychological organization with perceptual attributes that are not just the sum of the percept
of its component but are dependent upon the configuration of the stream.
• a sequence of auditory events whose elements are related perceptually to one another, the stream
being segregated from other co-occurring auditory events.
• A psychological organization whose function is to mentally represent the acoustic activity of a
single source.
Auditory streaming is the formation of perceptually distinct apparent sound sources. Temporal order
judgement is good within a stream but bad between steams. Examples include:
• implied polyphony,
• noise burst replacing a consonant in a sentence,
• click superimposed on a sentence or melody.
An auditory scene is the acoustic pressure wave carrying the combined evidence from all the sound
sources present. Auditory scene analysis is the process of decoding the auditory scene, which occurs
in auditory perception. Auditory Scene Analysis is a non-conscious process of guessing about ”what’s
making the noise out there”, but guessing in a way that fits consistently with the facts of the world. For
example if a sound has a particular pitch, a listener will probably infer that any other sounds made by
that sound source will be similar in pitch to the first sound, as well as similar in intensity, waveform,
etc., and further infer that any sounds similar to the first are likely to come from the same location as
the first sound. This fact can explain why we experience the sequence of pitches of a tune (Fig. 8.13)
as a melody, pitch moving in time. Consecutive pitches in this melody are very close to each other
in pitch-space, so on hearing the second pitch a listener will activate our Auditory Scene Analysis
inference mechanisms, and assign it to the same source as the first pitch.
If the distance in pitch space had been large, they might have inferred that a second sound source
existed, even although they knew that it’s the same instrument that’s making the sound - this inferred
sound source would be a virtual rather than a real source. Hence a pattern such as shown in Figure
8.14(a), where successive notes are separated by large pitch jumps but alternate notes are close together in pitch, is probably heard as two separate and simultaneous melodies rather than one melody
leaping around. This tendency to group together, to linearise, pitches that are close together in pitchspace and in time provides us with the basis for hearing a melody as a shape, as pitch moving in time,
emanating from a single - real or virtual - source.
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Figure 8.13: Score of Frère Jacques.
J. S. Bach used them frequently to conjure up the impression of compound, seemingly simultaneous, melodies even though only one single stream of notes is presented. For example, the pattern
given in Figure 8.14(b) (from the Courante of Bach’s First ’Cello Suite) can be performed on guitar on one string, yet at least two concurrent pitch patterns or streams will be heard - two auditory
streams will be segregated (to use Bregman’s terminology). We may distinguish analytic vs. synthetic

(a)

(b)

Figure 8.14: (a) Pattern where successive notes are separated by large pitch jumps but alternate notes
are close together in pitch, is probably heard as two separate and simultaneous melodies. (b) Excerpt
from the Courante of Bach’s First Cello Suite: two concurrent pitch patterns are heard.
listening. In synthetic perception the information is interpreted as generally as possible, e.g. hearing
a room full of voices. In analytic perception, the information is used to to identify the components of
the scene to finer levels, e.g. listening to a particular utterance in the crowded room. Interpretation of
environmental sounds involves combining analytic and synthetic listening, e.g. hearing the message
of a particular speaker.
Gestalt psychology theory offers an useful perspective for interpreting the auditory scene analysis
beaviour.

8.2.4 Gestalt perception
Gestalt (pronounced G - e - sh - talt) psychology is a movement in experimental psychology that
began just prior to World War I. It made important contributions to the study of visual perception and
problem solving. The approach of Gestalt psychology has been extended to research in areas such as
thinking, memory, and the nature of aesthetics. The word ’Gestalt’ means ’form’ or ’shape’.
The Gestalt approach emphasizes that we perceive objects as well-organized patterns rather than
separate component parts. According to this approach, when we open our eyes we do not see fractional
particles in disorder. Instead, we notice larger areas with defined shapes and patterns. The ”whole”
that we see is something that is more structured and cohesive than a group of separate particles. Gestalt
theory states that perceptual elements are (in the process of perception) grouped together to form a
single perceived whole (a gestalt).
This book is licensed under the CreativeCommons Attribution-NonCommercial-ShareAlike 3.0 license,
c
⃝2005-2012
by the authors except for paragraphs labeled as adapted from <reference>

8-16

Algorithms for Sound and Music Computing [v.April 15, 2012]

The focal point of Gestalt theory is the idea of grouping, or how we tend to interpret a visual field
or problem in a certain way. According to the Gestalt psychologists, the way that we perceive objects,
both visual and auditory, is determined by certain principles (gestalt principles). These principles
function so that our perceptual world is organised into the simplest pattern consistent with the sensory
information and with our experience. The things that we see are organised into patterns or figures. In
hearing, we tend to organise sounds into auditory objects or streams. Bregman (1990) has termed this
process Auditory Scene Analysis.

Figure 8.15: Experiments of Proximity and Good Continuation
The most important principles are
Proximity: components that are perceptually close to each other are more likely to be grouped together. For example temporal proximity or frequency proximity. The principle of proximity
refers to distances between auditory features with respect to their onsets, pitch, and loudness.
Features that are grouped together have a small distance between each other, and a long distance
to elements of another group. Tones close in frequency will group together, so as to minimize
the extent of frequency jumps and the number of streams. Tones with similar timbre will tend
to group together. Speech sounds of similar pitch will tend to be heard from the same speaker.
Sounds from different locations are harder to group together across time than those from the
same location.
The importance of pitch proximity in audition is reflected in the fact that melodies all over the
world use small pitch intervals from note to note. Violations of proximity have been used in
various periods and genres of both Western and non-Western music for a variety of effects.
For example, fission based on pitch proximity was used to enrich the texture so that out of a
single succession of notes, two melodic lines could be heard. Temporal and pitch proximity are
competitive criteria, e.g. the slow sequence of notes A B A B . . . (figure 8.15, A1), which
contains large pitch jumps, is perceived as one stream. The same sequence of notes played
very fast (figure 8.15, A2) produces one perceptual stream consisting of As and another one
consisting of Bs. A visual example is given in figure 8.17: the arrangement of points is not seen
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Figure 8.16: Experiments of Closure and Common Fate
as a set of rows but rather a set of columns. We tend to perceive items that are near each other
as groups.

Figure 8.17: Example of proximity gestalt rule
Similarity: components which share the same attributes are perceived as related or as a whole. E.g.
colour or form, in visual perception or common onset, common offset, common frequency,
common frequency modulation, common amplitude modulation in auditory perception. For
example one can follow the piano part in a group of instruments by following the sounds that
have the timbre consistent with that of a piano. One can perceptually segregate one speaker’s
voice from those of others by following the pitch of the voice. Similarity is very similar to
proximity, but refers to properties of a sound, which cannot be easily identified with a single
physical dimension, like timbre.
A visual example is given in figure 8.18: things which share visual characteristics such as shape,
size, color, texture, value or orientation will be seen as belonging together. In the example of
8.18(a), the two filled lines gives our eyes the impression of two horizontal lines, even though
all the circles are equidistant from each other. In the example of 8.18(b), the larger circles
appear to belong together because of the similiarity in size.
Another visual example is given in figure 8.19: So in the graphic on the left you probably see
an X of fir trees against a background of the others; in the graphic on the right you may see a
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(a)

(b)

Figure 8.18: Example of similarity gestalt grouping principle.

Figure 8.19: Example of similarity gestalt grouping principle.
square of the other trees, partly surrounded by fir trees. The fact that in one we see an X and in
the other a square is, incidentally, an example of good form or pragnanz principle, stating that
psychological organization will always be as ’good’ as prevailing conditions allow. For Gestalt
psychologists form is the primitive unit of perception. When we perceive, we will always pick
out form.
Good continuation: Components that display smooth transitions from one state to another are perceived as related. Examples of smooth transitions are: proximity in time of offset of one component with onset of another; frequency proximity of consecutive components; constant glide
trajectory of consecutive components; smooth transition from one state to another state for the
same parameter. For example an abrupt change in the pitch of a voice produces the illusion that
a different speaker has interrupted the original. The perception appears to depend on whether
or not the intonation contour changes in a natural way. Sound that is interrupted by a noise that
masks it, can appear to be continuous. Alternations of sound and mask can give the illusion of
continuity with the auditory system interpolating across the mask.
In figure 8.15, B), high (H) and low (L) tones alternate. If the notes are connected by glissandi
(figure 8.15, B1), both tones are grouped to a single stream. If high and low notes remain
unconnected (figure 1, B2), Hs and Ls each group to a separate stream.
A visual example is given in figure 8.20. The law of good continuation states that objects
arranged in either a straight line or a smooth curve tend to be seen as a unit. In figure 8.20(a)
we distinguish two lines, one from a to b and another from c to d, even though this graphic
could represent another set of lines, one from a to d and the other from c to b. Nevertheless, we
are more likely to identify line a to b, which has better continuation than the line from a to d,
which has an obvious turn. In figure 8.20(b) we perceive the figure as two crossed lines instead
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Figure 8.20: Examples of good continuation gestalt grouping principle.
of 4 lines meeting at the centre.
Common Fate Sounds will tend to be grouped together if they vary together over time. Differences
in onset and offset in particular are very strong grouping cues. Also, sounds that are modulated
together (amplitude or frequency modulation) tend to be grouped together. The principle ’common fate’ groups frequency components together, when similar changes occur synchronously,
e.g. synchronous onsets, glides, or vibrato.
Chowning (Fig. 8.16, D) made the following experiment: First three pure tones are played. A
chord is heard, containing the three pitches. Then the full set of harmonics for three vowels
(/oh/, /ah/, and /eh/) is added, with the given frequencies as fundamental frequencies, but without frequency fluctuations. This is not heard as a mixture of voices but as a complex sound in
which the three pitches are not clear. Finally, the three sets of harmonics are differentiated from
one another by their patterns of fluctuation. We then hear three vocal sounds being sung at three
different pitches.
Closure This principle is the tendency to perceive things as continuous even though they may be
discontinuous. If the gaps in a sound are filled in with another more intense sound, the original
sound may be perceived as being continuous. For example, if part of a sentence is replaced by
the sound of a door slam, the speaker’s voice may be perceived as being continuous (continuing
through the door slam). The principle of closure completes fragmentary features, which already
have a ’good Gestalt’. E.g. ascending and descending glissandi are interrupted by rests (Fig.
8.16, C2). Three temporally separated lines are heard one after the other. Then noise is added
during the rests (Fig. 8.16 C1). This noise is so loud, that it would mask the glissando, unless
it would be interrupted by rests. Amazingly the interrupted glissandi are perceived as being
continuous. They have ’good Gestalt’: They are proximate in frequency before and after the
rests. So they can easily be completed by a perceived good continuation. This completion can
be understood as an auditory compensation for masking.
Figure / Ground It is usual to perceive one sound source as the principal sound source to which one
is attending, and relegate all other sounds to be background. We may switch our attention from
one sound source to another quite easily. What was once figure (the sound to which we were
attending) may now become ground (the background sound). An important topics in auditory
perception are attention and learning. In a cocktail party environment, we can focus on one
speaker. Our attention selects this stream. Also, whenever some aspect of a sound changes,
while the rest remains relatively unchanging, then that aspect is drawn to the listener’s attention
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Figure 8.21: Example of closure.

(’figure ground phenomenon’). Let us give an example for learning: The perceived illusory
continuity (see Fig. 8.16, C) of a tune through an interrupting noise is even stronger, when the
tune is more familiar.

Figure 8.22: Rubin vase: example of figure/ground principle.

The Rubin vase shown in Fig. 8.22 is an example of this tendency to pick out form. We don’t
simply see black and white shapes - we see two faces and a vase. The problem here is that we
see the two forms of equal importance. If the source of this message wants us to perceive a
vase, then the vase is the intended figure and the black background is the ground. The problem
here is a confusion of figure and ground. A similar everyday example is:
• an attractive presenter appears with a product; she is wearing a ’conservative’ dress; eyetracking studies show substantial attention to the product; three days later, brand-name
recall is high;
• an attractive presenter appears with a product; she is wearing a ’revealing’ dress; eyetracking shows most attention on the presenter; brand-name recall is low.
Escher often designed art which played around with figure and ground in interesting ways. Look
at how figure and ground interchange in fig. 8.23. Do you see the white horses and riders? Now
look for the black horses and riders.
Gestalt grouping laws do not seem to act independently. Instead, they appear to influence each
other, so that the final perception is a combination of all of the Gestalt grouping laws acting together.
Gestalt theory applies to all aspects of human learning, although it applies most directly to perception
and problem-solving.
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Figure 8.23: Horses by M. Escher. An artistic example of figure and ground interchange.

8.3 Basic algorithms for melody processing
8.3.1 Melody
Melody may be defined as a series of individual musical events one occurring after another in order
so that the composite order constitute a recognizable entity. The essential elements of any melody
are duration, pitch, and sound quality (e.g. timbre, texture, and loudness). It represents the linear or
horizontal aspect of music and should not be confused with harmony, which is the vertical aspect of
music.
8.3.1.1 Melody representation: melodic contour
Contour may be defined as the general shape of an object, often, but not exclusively, associated with
elevation or height, as a function of distance, length, or time. In music, contour can be a useful tool for
the study of the general shape of a musical passage. A number of theories have been developed that
use the rise and fall of pitch level, changes in rhythmic patterns or changes in dynamics as a function
of time (or temporal order) to compare or contrast musical passages within a single composition or
between compositions of a single composer. One application of the melodic contour is finding out
whether the sequence contains repeated melodic phrases. This can be done using computing the
autocorrelation.
Parsons showed that encoding a melody by using only the direction of pitch intervals can still
provide enough information for distinguishing between a large number of tunes. In Parsons code for
melodic contours, each pair of consecutive notes is coded as ”U” (”up”) if the second note is higher
than the first note, ”R” (”repeat”) if the pitches are equal, and ”D” (”down”) otherwise. Rhythm is
completely ignored. Thus, the first theme from Beethoven’s 8th symphony (Fig. 8.24) would be coded
D U U D D D U R D R U U U U. Note that the first note of any tune is used only as a reference point
and does not show up explicitly in the Parsons code. Often an asterisk (*) is used in the Parsons code
field for the first note. A more precise and effective way of representing contours employs 5-level
quantization (++,+,0,-,–) distinguishing between small intervals (steps), which are 1 or 2 semitones
wide, from larger intervals (leaps), which are at least 3 semitones wide. The symbols (++,+,0,-,–) are
used to code this representation. For example the Beethoven’s theme of Fig. 8.24 will be coded as –
+ + – – – ++ 0 - 0 + + + +.
This book is licensed under the CreativeCommons Attribution-NonCommercial-ShareAlike 3.0 license,
c
⃝2005-2012
by the authors except for paragraphs labeled as adapted from <reference>

8-22

Algorithms for Sound and Music Computing [v.April 15, 2012]

Figure 8.24: Melodic contour and Parson code.
In MPEG-7 the Melody Contour DS uses a 5-step contour (representing the interval difference
between adjacent notes), in which intervals are quantized. The Melody Contour DS also represents
basic rhythmic information by storing the number of the nearest whole beat of each note, which can
dramatically increase the accuracy of matches to a query.
For applications requiring greater descriptive precision or reconstruction of a given melody, the
Melody DS supports an expanded descriptor set and high precision of interval encoding. Rather than
quantizing to one of five levels, the precise pitch interval (to cent or greater precision) between notes
is kept. Precise rhythmic information is kept by encoding the logarithmic ratio of differences between
the onsets of notes in a manner similar to the pitch interval.
8.3.1.2 Similarity measures
When we want to compare melodies, a computable similarity meassure is need. The measures can
roughly be classified in three categories: Vector measures, symbolic measures and musical (mixed)
measures, according to the computational algorithm used.
• The vector measure treat the transformed melodies as vectors in a suitable real vector space,
where methods like scalar products and other means of correlation can be applied to.
• On the contrary the symbolic measures treat the melodies as strings, i.e., sequences of symbols,
where well-known measures like Edit Distance or n-gram-related measures can be used.
• The musical or mixed measures typically involve more or less specific musical knowledge and
the computation can be from either the vector or the symbolical or even completely different
ways like scoring models.
The distance can be computed on different representations of the melodies (e.g. the melody itself, its
contour), or some statistic distributions (e.g. pitch classes, pitch class transitions, intervals, interval
transitions, note durations, note duration transitions)
8.3.1.3 Edit distance
Approximate string pattern matching is based on the concept of edit distance. The edit dsistance
D(A, B) between string A = a1 , . . . , am and B = b1 , . . . , bn is the minimum number of editing
operations required to transform string A into string B, where an operation is an insertion, deletion,
or substitution of a single character. The special case in which deletions and insertions are not allowed
is called the Hamming distance.
We can define recursively the (edit) distance d[i, j] for going from string A[1..i] to string B[1..j]
as

//deletion of ai
 d[i − 1, j] + w(ai , 0),
d[i, j − 1] + w(0, bj ),
//insertion of bj
d[i, j] = min
(8.8)

d[i − 1, j − 1] + w(ai , bj ) //match or change
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where w(ai , 0) is the weight associated with the deletion of ai , w(0, bj ) is the weight for insertion of
ai , and w(ai , bj ) is the weight for replacement of element i of sequence A by element j of sequence
B. The operation titled ”match/change” sets w(ai , bj ) = 0 if ai = bj and a value greater than 0
if ai ̸= bj . Often the weights used are 1 for insertion, deletion and substitution(change) and 0 for
match. The initial conditions are given by d[0, 0] = 0, d[i, 0] = d[i − 1, j] + w(ai , 0) for i ≥ 1 and
d[0, j] = d[0, j − 1] + w(0, bj ) for j ≥ 1.
The edit distance D(A, B) = d[n, m] can be computed by dynamic programming with running
time O(n · m) with the algorithm given in Fig. 8.25.

Algorithm EditDistance (A[1..m], B[1..n, ], wdel , wins , wsub )
for i from
d[i, 0]
for j from
d[0, j]

0 to m
:= i · wdel
0 to n
:= j · wins

for i from 1 to m
for j from 1 to n
if A[i] = B[j]
then cost := 0
else cost := wsub
d[i,j] := min( d[i-1,j]+wdel , d[i,j-1]+wins , d[i-1, j-1]+cost )
return d[m,n]

Figure 8.25: Dynamic programming algorithm for computing EditDistance.

8.3.2 Melody segmentation
Generally a piece of music can be divided into section and segments at different level. The term
grouping describe the general process of segmentation at all levels. Grouping in music is a complex
matter. Most computational approaches focused on low-level grouping structure. Grouping events
together involves storing them in memory as a larger unit, which is encoded to aid further cognitive
processing. Indeed grouping structure plays an important role in recognition of repeated patterns in
music. Notice that also the metric structure organize the events on time. However meter involves a
framework of level of beats and in itself implies no segmentation; grouping is merely a segmentation
without accentural implications.
8.3.2.1 Gestalt based segmentation
Tenny and Polansky proposed a model for small-level grouping in monophonic melodies based on
Gestalt rules of proximity (i.e. the preference for grouping boundaries at long intervals between
onsets) and similarity (i.e. the preference for grouping boundaries at changes in pitch and dynamics).
Moreover the boundary value depends on the context. Thus an interval value in some parameter tends
to be a grouping boundary if it is a local maximum, i.e. if it is larger the values immediately preceding
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and following it. In order to combine the differences of all parameters in a single measure the L1
norm is proposed, i.e. the absolute values are summed. The algorithm proceeds in this way:
Algorithm TenneyLLgrouping
1. Given a sequence of n tones with pitch p[i] and IOI ioi[i], for i = 1, . . . , n
2. for i = 1 to n − 1
Compute the distance d[i] between event i and i + 1 as
d[i] = ioi[i] + |p[i + 1] − p[i]|
3. for i = 2 to n − 2
if d[i − 1] < d[i] > d[i + 1] then i is a low-level boundary point, and i + 1 is the starting point
of a new group.
For higher level grouping the changes perceived at the boundary are taken into account. In order
to deal with this, a distinction is made between mean-intervals and boundary-intervals as follows:
• A mean-interval between two groups is the difference between their mean values in that parameter. For the time parameter, the difference of their starting time is considered.
• A boundary-interval is the difference the values of the final component of the first group and
the initial component of the second group
The mean-distance between two groups is a weighted sum of the mean-intervals between them,
and the boundary-distance is given by a weighted sum of the boundary-intervals between them. Finally the disjunction between two groups is a weighted sum of mean-distance and boundary-distance
between them. As a conclusion a group at a higher level will be initiated whenever a group occurs
whose disjunction is greater than those immediately preceding and following it.
The algorithm proceeds in the following way:
Algorithm TenneyHLgrouping
1. for every group k, the mean pitch is computed by weighting the pitches with the durations
∑
j p[j] · dur[j]
∑
meanp [k] =
j dur[j]
where in the summations, j spans all the events in group k.
2. compute the mean-distance
mean dist[k] = |meanp [k + 1] − meanp [k]| + (onset[k + 1] − onset[k])
3. compute the boundary-distance
boundary dist[k] = |p[f irst[k + 1]] − p[last[k]]| + (onset[k + 1] − on[last[k])
where f irst[k] and last[k] are the indexes of the first and last note of group k and onset[k] =
on[f irst[k]].
4. compute the disjunction by
disj[k] = wmd · mean dist[k] + wbd · boundary dist[k]
5. if disj[k − 1] < disj[k] > disj[k + 1] then the k-th group is the starting point of a new
higher-level segment.
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8.3.2.2 Local Boundary Detection Model (LBDM)
In this section, a computational model (developed by Emilios Cambouropoulos 2001), that enables
the detection of local melodic boundaries will be described. This model is simpler and more general
than other models based on a limited set of rules (e.g. implication realization model seen in sect. 8.6.2
) and can be applied both to quantised score and non-quantised performance data.
The Local Boundary Detection Model (LBDM) calculates boundary strength values for each interval of a melodic surface according to the strength of local discontinuities; peaks in the resulting
sequence of boundary strengths are taken to be potential local boundaries.
The model is based on two rules: the Change rule and the Proximity rule. The Change rule is
more elementary than any of the Gestalt principles as it can be applied to a minimum of two entities
(i.e. two entities can be judged to be different by a certain degree) whereas the Proximity rule requires
at least three entities (i.e. two entities are closer or more similar than two other entities).
• Change Rule (CR): Boundary strengths proportional to the degree of change between two consecutive intervals are introduced on either of the two intervals (if both intervals are identical no
boundary is suggested).
• Proximity Rule (PR): If two consecutive intervals are different, the boundary introduced on the
larger interval is proportionally stronger.
The Change Rule assigns boundaries to intervals with strength proportional to a degree of change
function Si (described below) between neighbouring consecutive interval pairs. Then a Proximity
Rule scales the previous boundaries proportionally to the size of the interval and can be implemented
simply by multiplying the degree-of-change value with the absolute value of each pitch/time/dynamic
interval. This way, not only relatively greater neighbouring intervals get proportionally higher values
but also greater intervals get higher values in absolute terms - i.e. if in two cases the degree of change
is equal, such as sixteenth/eighth and quarter/half note durations, the boundary value on the (longer)
half note will be overall greater than the corresponding eighth note.
The aim is to develop a formal theory that may suggest all the possible points for local grouping
boundaries on a musical surface with various degrees of prominence attached to them rather than
a theory that suggests some prominent boundaries based on a restricted set of heuristic rules. The
discovered boundaries are only seen as potential boundaries as one has to bear in mind that musically
interesting groups can be defined only in conjunction with higher-level grouping analysis (parallelism,
symmetry, etc.). Low-level grouping boundaries may be coupled with higher-level theories so as to
produce optimal segmentations (see fig. 8.26).

Figure 8.26: Beginning of Frère Jacques. Higher-level grouping principles override some of the
local detail grouping boundaries (note that LBDM gives local values at the boundaries suggested by
parallelism - without taking in account articulation.
In the description of the algorithm only the pitch, IOI and rest parametric profiles of a melody
are mentioned. It is possible, however, to construct profiles for dynamic intervals (e.g. velocity
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differences) or for harmonic intervals (distances between successive chords) and any other parameter
relevant for the description of melodies. Such distances can also be asymmetric; for instance the
dynamic interval between p and f should be greater that between f and p.
Local Boundary Detection algorithm description Given a melodic sequence of n tones, where
the i-th tone is represented by pitch p[i], onset on[i], offset of f [i].
A melodic sequence is converted into a number of independent parametric interval profiles Pk
for the parameters: pitch (pitch intervals), ioi (interonset intervals) and rest (rests - calculated as the
interval between current onset with previous offset). Pitch intervals can be measured in semitones,
and time intervals (for IOIs and rests) in milliseconds or quantised numerical duration values. Upper
thresholds for the maximum allowed intervals should be set, such as the whole note duration for IOIs
and rests and the octave for pitch intervals; intervals that exceed the threshold are truncated to the
maximum value. Thus we have
Algorithm LBDM
1. Given: pitch p[i], onset on[i], offset of f [i] for i = 1, . . . , n.
2. Compute the pitch profile Pp as Pp [i] = |p[i + 1] − p[i]| with i = 1, . . . , n − 1.
3. Compute the IOI profile PIOI as PIOI [i] = |on[i + 1] − on[i]| with i = 1, . . . , n − 1.
4. Compute the rest profile Pr as Pr [i] = max(0; on[i + 1] − of f [i]) with i = 1, . . . , n − 1.
5. for each profile Pk ,
compute the strength sequence Sk with algorithm ProfileStrength
6. Compute the boundary strength sequence LB as a weighted average of the individual strength
sequences Sk . I.e.
LB[i] = wpitch Sp [i] + wioi SIOI [i] + wrest Sr [i].
7. Local peaks in this overall strength sequence LB indicate local boundaries.
The suggested weights for the three different parameters are wpitch = wrest = 0.25 and wioi = 0.50.
In order to compute the profile strength the following algorithm is used.
Algorithm ProfileStrength
1. Given the parametric profile Pk = [x[1], . . . x[n − 1]]
2. Compute the degree of change r[i] between two successive interval values xi and x[i + 1] by:
r[i] =

|x[i] − x[i + 1]|
x[i] + x[i + 1]

if x[i] + x[i + 1] ̸= 0 and x[i], x[i + 1] ≥ 0; otherwise r[i] = 0.
3. Compute the strength of the boundary s[i] for interval x[i] which is affected by both the degree
of change to the preceding and following intervals, and is given by the function:
s[i] = x[i] · (r[i − 1] + r[i])
4. Normalise the strength sequence in the range [0, 1], by computing s[i] = s[i]/ maxj (s[j])
5. Return the sequence S = { s[2], . . . , s[n − 1] }
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8.3.3 Tonality: Key finding

Figure 8.27: Piano keyboard representation of the scales of C major and C minor. Notes in each scale
are shaded. The relative importance of the first (tonic - C), fifth (dominant - G) and third (mediant E) degrees of the scale is illustrated by the length of the vertical bars. The other notes of the scale are
more or less equally important followed by the chromatic notes that are not in the scale (unshaded)
[from McAdams 1996].
In the Western tonal pitch system, some pitches and chords, such as those related to the first and
fifth degrees of the scale (C and G are the tonic and dominant notes of the key of C major, for example)
are structurally more important than others (Fig. 8.27). This hierarchization gives rise to a sense of
key. In fact when chords are generated by playing several pitches at once, the chord that is considered
to be most stable within a key, and in a certain sense to ”represent” the key, comprises the first, third
and fifth degrees of the scale. In tonal music, one can establish a sense of key within a given major or
minor scale and then move progressively to a new key (a process called modulation) by introducing
notes from the new key and no longer playing those from the original key that are not present in the
new key.
Factors other than the simple logarithmic distance between pitches affect the degree to which
they are perceived as being related within a musical system. The probe tone technique developed by
Krumhansl has been quite useful in establishing the psychological reality of the hierarchy of relations
among pitches at the level of notes, chords, and keys. In this paradigm, some kind of musical context
is established by a scale, chord, melody or chord progression, and then a probe stimulus is presented.
Listeners are asked to rate numerically either the degree to which a single probe tone or chord fits with
the preceding context or the degree to which two notes or chords seem related within the preceding
context. This technique explores the listener’s implicit comprehension of the function of the notes,
chords, and keys in the context of Western tonal music without requiring them to explicate the nature
of the relations.
If we present a context, such as a C major or C minor scale, followed by a single probe tone that is
varied across the range of chromatic scale notes on a trial-to-trial basis, a rating profile of the degree
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Figure 8.28: C Major and C minor profiles derived with the probe-tone technique from fittingness
ratings by musician listeners.

to which each pitch fits within the context is obtained. This quantitative profile, when derived from
ratings by musician listeners, fits very closely to what has been described intuitively and qualitatively
by music theorists (Fig. 8.28). Note the importance of the tonic note that gives its name to the scale,
followed by the dominant or fifth degree and then the mediant or third degree. These three notes form
the principal triad or chord of the diatonic scale. The other notes of the scale are of lesser importance
followed by the remaining chromatic notes that are not within the scale. These profiles differ for
musicians and non-musicians. In the latter case the hierarchical structure is less rich and can even be
reduced to a simple proximity relation between the probe tone and the last note of the context.

Figure 8.29: Comparison between tonal hierarchies and statistical distribution of tones in tonal
works. It is shown the frequency of occurrence of each of the 12 chromatic scale tones in various
songs and other vocal works by Schubert, Mendelssohn, Schumann, Mozart, Richard Strauss and J.
A. Hasse. and the key profile (scaled).
Krumhansl has shown (fig. 8.29) that the hierarchy of tonal importance revealed by these profiles
is strongly correlated with the frequency of occurrence of notes within a given tonality (the tonic
appears more often than the fifth than the third, and so on). It also correlates with various measures
of tonal consonance of notes with the tonic, as well as with statistical measures such as the mean
duration given these notes in a piece of music (the tonic often having the longest duration).
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8.3.3.1 Key finding algorithm
These correlations are the base of the classic key finding algorithm of Krumhansl-Schmuckler (as
explained in Krumhansl’s book Cognitive Foundations of Musical Pitch [Oxford University Press,
1990]). Each key has a key-profile: a vector representing the optimal distribution of pitch-classes for
that key. The KSkeyFinding algorithm works as follows.
Algorithm KSkeyFinding
1. Given a music segment of n tones, with pitch p[i], duration dur[i], for i = 1, . . . , n.
2. Given the key profiles, 12 for major key and 12 for minor key
3. Compute the pitch class distribution vector pcd[0..11], taking into account the tone duration
with:
for i from 1 to n
pcd[i] = 0
for i from 1 to n
pc = p[i] mod 12
pcd[pc] = pcd[pc] +dur[i]
4. Compute correlations of for all 24 major and minor pitch-class keys
5. Assume that the estimated key for the passage is given by the largest positive correlation.
In this method, the input vector for a segment represents the total duration of each pitch-class in
the segment. The match between the input vector and each key-profile is calculated using the standard
correlation formula.

Figure 8.30: Example of Krumhansl-Schmuckler key finding algorithm: opening bar of Yankee Doodle.
For example, if we take opening bar of Yankee Doodle, as shown in fig. 8.30, we find that: the
sum of the durations of the G naturals gives .75 of a minim, the durations of the B naturals add up to
half a minim, the durations of the A naturals add up to half a minim and there is one quaver D natural.
We can then draw a graph showing the durations of the various pitch classes within the passage being
analysed, as shown in fig 8.31. The next step in the algorithm is to calculate the correlation between
this graph and each of the 24 major and minor key profiles. This table (tab. 8.3) shows the correlation
between this graph showing the durations of the various pitches in the Yankee Doodle excerpt and
each of the major and minor key profiles. The algorithm then predicts that the perceived key will be
the one whose profile best correlates with the graph showing the distribution of tone durations for the
passage. So in this case, the algorithm correctly predicts that the key of Yankee Doodle is G major.
A variation of the key finding algorithm is proposed in Temperley 2001 (KSTkeyFinding algorithm). In this method, the input vector for a segment simply has 1 for a pitch-class if it is present
at all in the segment (the duration and number of occurrences of the pitch-class are ignored) and 0 if it
is not; the score for a key is given by the sum of the products of key-profile values and corresponding
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Figure 8.31: Example of Krumhansl-Schmuckler key finding algorithm: duration distribution of Yankee Doodle.
Key
C major
C sharp major
D major
E flat major
E major
F major
F sharp major
G major
A flat major
A major
B flat major
B major

Score
0.274
-0.559
0.543
-0.130
-0.001
0.003
-0.381
0.777
-0.487
0.177
-0.146
-0.069

Key
C minor
C sharp minor
D minor
E flat minor
E minor
F minor
F sharp minor
G minor
A flat minor
A minor
B flat minor
B minor

Score
-0.013
-0.332
0.149
-0.398
0.447
-0.431
0.012
0.443
-0.106
0.251
-0.513
0.491

Table 8.3: Correlation between the graph showing the durations of the various pitches in the Yankee
Doodle excerpt and each of the major and minor key profiles.
input vector values (which amounts to summing the key-profile values for all pitch class present in the
segment). Moreover the key profiles were heuristically adjusted and are given in Table 8.4. Notice
that given a C major key profile, the other major key profiles can be simply obtained by acyclical shift,
and in a similar way all the minor key profiles can be obtained from the Cminor key profile.
The KSTkeyFinding algorithm works as follows.
Algorithm KSTkeyFinding
1. Given a music segment of n tones, with pitch p[i], for i = 1, . . . , n.
2. Given the (modified) key profiles, 12 for major key and 12 for minor key
3. Compute the pitch class vector pv, where pv[k] = 1 if pitch class k is present in the music
segment, else pv[k] = 0. I.e.
for k from 0 to 11
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C key note names
major key
minor key

C
5
5

C#
2
2

D
3.5
3.5

D#
2
4.5

E
4.5
2

F
4
4

F#
2
2

G
4.5
4.5

G#
2
3.5

A
3.5
2

A#
1.5
1.5

B
4
4

Table 8.4: Temperley key profiles. The note names refer to C major and C minor key.
pv[k] = 0
for i from 1 to n
pv[ p[i] ] = 1
4. for all 24 major and minor key profiles,
Compute the scalar product of pv with the key profile vector kp as
∑
pv[j] · kp[j]
j

5. Assume that the estimated key for the passage is given by the largest positive scalar product.
8.3.3.2 Modulation
The key finding algorithms produce a single key judgement for a passage of music. However, a vital
part of tonal music is the shift of keys from one section to another. In music, modulation is most
commonly the act or process of changing from one key (tonic, or tonal center) to another.
The key finding algorithm could easily be run on individual sections of a piece, once these sections
were determined. It is possible to handle modulation: in considering a key for a segment, a penalty is
assigned if the key differs from the key of the previous segment. In this way, it will prefer to remain
in the same key, other things being equal, but will change keys if there is sufficient reason to do so.
This task can be dealt with an algorithm similar to Viterbi algorithm, which can be implemented by
dynamic programming as the following KeyModulation algorithm.
Algorithm KeyModulation
Given m music segments
for every segment i = 1, . . . , m
compute q[i, ·] vector of key weights by a key finding algorithm
Let d[1, ·] = q[1, ·]
for i = 2 to m
for j = 0 to 23
d[i, j] = q[i, j] + maxk (d[i − i, k] − w(k, j))
pr[i, j] = arg maxk (d[i − i, k] − w(k, j))
key[m] = arg maxj d[m, j]
for i = m-1 downto 1
key[i] = pr[key[i + 1]]
In this algorithm, the vector position pr[i, j] contains the best previous key which conducted to the
j-th key estimation of the segment i. The function w(k, j) gives the penalty for passing from k to j
key. The penalty value is zero if there is no key chance: i.e. w(j, j) = 0.
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With this strategy, the choice does not depends only on the segment in isolation, but it takes into
account also previous evaluations. At each segment each key receives a local score indicating how
compatible that key is with the pitches of the segment. Then we compute the best so far analysis
ending at that key. The best scoring analysis of the last segment can be traced back to yield the
preferred analysis of the entire piece. Notice that some choices can be changes as we proceed in the
analysis of the segments. In this way the dynamic programming model gives a nice account of an
important phenomenon in music perception: the fact that we sometimes revise our initial analysis of
a segment based on what happens later.

8.4 Algorithms for music composition
Composers have long been fascinated by mathematical concepts in relation to music. The concept
of ”music of the spheres,” dating back to Pythagoras, held the notion that humans were governed by
the perfect proportions of the natural universe. This mathematical order may be seen in the musical
interval choice and system of organization that was used by the ancient Greek culture.
Procedures that entail rules or provisions to govern the act of musical composition have been used
since the Medieval period; these same principles have been applied in very specific methods to many
of the recent computer programs developed for algorithmic composition.

8.4.1 Algorithmic Composition
Algorithmic composition could be described as ”a sequence (set) of rules (instructions, operations)
for solving (accomplishing) a [particular] problem (task) [in a finite number of steps] of combining
musical parts (things, elements) into a whole (composition)”. From this definition we can see that it
is not necessary to use computers for algorithmic composition as we often infer; Mozart did not when
he described the Musical Dice Game.
The concept of algorithmic composition is not something new. Pythagoras (around 500 B.C.)
believed that music and mathematics were not separate studies. Hiller and Isaacson (1959) were
probably the first who used a computational model using random number generators and Markov
chains for algorithmic composition. Since then many researchers have tried to address the problem of
algorithmic composition from different points of view.
Some of the algorithmic programs and compositions specify score information only. Score information includes pitch, duration, and dynamic material, whether written for acoustic and/or electronic
instruments. That is, there are instances in which a composer makes use of a computer program to
generate the score while the instrumental selection has been predetermined as either an electronic orchestra or a realization for acoustic instruments. Other algorithmic programs specify both score and
electronic sound synthesis. In this instance, the program is used not only to generate the score, but
also the electronic timbres to be used in performance. This distinction has its roots in the traditional
differentiation between score and instrument, but a computer-generated continuum between two different sounds, however, is both score and sound synthesis. In both types of synthesis, the appearance
of events in time is structured, both globally (form) as well as locally (sound, timbre).
The selection or construction of algorithms for musical applications can be divided into three
categories:
• Modeling traditional, non-algorithmic compositional procedures. This category refers to
algorithms that model traditional omposition techniques (tonal harmony, tonal rhythm, counterpoint rules, specific formal devices, serial parametrisation, etc.). This approach has been
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scarcely used in music composition, but it has become an essential element of musicological
Research.
• Modeling new, original compositional procedures, different from those known before. This
category refers to algorithms that create new constructs which sport some inherently musical
qualities. These algorithms range from Markov chains to stochastic and probabilistic functions.
Such algorithms have been pioneered by the composer Iannis Xenakis in the ”50s-”60s and
widely used by a consistent group of composers since then.
• Selecting algorithms from extra-musical disciplines. This category refers to algorithms invented to model other, non-musical, processes and forms. Some of these algorithms have been
used very proficiently by composers to create specific works. These algorithms are generally
related to self-similarity (which is a characteristic that is closely related to that of ”thematic
development” which seems to belong universally to all musics) and they range from genetic
algorithms to fractal systems, from cellular automata, to swarming models and coevolution. In
this same category, a persistent trend of using biological data to generate compositional structures has developed since the 60’s. Using brain activity (through EEG measurements), hormonal
activity, human body dynamics, there has been a constant attempt to render biological data with
musical structures.

8.4.2 Computer Assisted Composition
Another use of computers for music generation has been that of Computer-Assisted Composition.
In this case, computers do not generate complete scores. Rather, they provide mediation tools to
help composers to manage and control some aspects of musical creation. Such aspects may range
from extremely relevant decision-making processes to minuscule details according to the composers’
wishes.
Two main approaches can be observed in Computer-Assisted Composition:
• Integrated tools and languages that will cover all possible composing desiderata;
• Personalised micro-programs written in small languages like awk, lisp, perl, prolog, python,
ruby, etc. (written by the composer herself and possibly interconnected together via pipes,
sockets and common databases).
While computer assistance may be a more practical and less generative use of computers in Musical
Composition, it is currently enjoying a much wider diffusion among composers.

8.4.3 Categories of algorithmic processes
A review can not be exhaustive because there have been so many attempts. In the following subsections 1 we give some representative examples of systems which employ different methods which we
categorise, based on their most prominent feature, as follows:
8.4.3.1 Mathematical models
Stochastic processes and especially Markov chains have been used extensively in the past for algorithmic composition (e.g., Xenakis, 1971).
The basic algorithm is
1

adapted from Papadopoulos, Wiggins 1993
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Algorithm GenerateAndTest
while composition is not terminated
generate raw materials
modify according to various functions
select the best results according to rules
The simplest way to generate music from a history-based model is to sample, at each stage, a
random event from the distribution of events at that stage. After an event is sampled, it is added to the
piece, and the process continues until a specified piece duration is exceeded.

Algorithm RandomWalk
Get events distribution by analysing a music repertoire
while composition is not terminated
sample a random event from the distribution of events
add to the piece

One manner of statistical analysis that has been frequently used in musical composition is Markov
Analysis or Markov Chains. Named for the mathematician Andre Andreevich Markov (1856-1922),
Markov Chains were conceived as a means by which decisions could be made based on probability.
Information is linked together in a series of states based on the probability that state A will be followed by state B. The process is continually in transition because state A is then replaced by state B
which continues to look at the probability of being followed by yet another state B. The so-called orders of Markov Analysis indicate the relationship between states. For instance, zeroth-order analysis
assumes that there are no relationships between states; that is, the relationship between any two states
is random. First-order analysis simply counts the frequency with which specific states occur within
the given data. Second-order analysis examines the relationships between any two consecutive states
(e.g., what is the probability that the state B would follow state A?). Third-order analysis determines
the probability of three consecutive states occurring in a row (e.g., what is the probability that state
A would be followed by state B, would be followed by state C?). Fourth-order analyzes the chance
of four states following each other. Composer/scientist Lejaren Hiller made use of Markov Chains,
statistical analysis, and stochastic procedures in algorithmic composition beginning in the late 1950s.
Probably the most important reason for stochastic precesses is their low complexity which makes
them good candidates for real-time applications.
We also see computational models based on chaotic nonlinear systems or iterated functions but it
is difficult to judge the quality of their output, because, unlike all the other approaches, their ”knowledge” about music is not derived from humans or human works. Since the 1970s basic principles of
the irregularities in nature have been studied by the scientific community, and by the 1980s chaos was
the focus of a great deal of attention. The new science has spawned its own language, an elegant shop
talk of fractals and bifurcations, intermittencies and periodicities, folded-towel diffeomorphisms and
smooth noodle maps. . . To some physicists chaos is a science of process rather than state, or becoming rather than being. One subcategory of chaotic structures that has come to the forefront since ca.
1975 is fractals. Fractals are recursive and produce ’parent-child’ relationships in which the offspring
replicate the initial structure. Seen in visual art as smaller and smaller offshoots from the original
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stem, fractals were categorized by Benoit Mandelbrot in his book, The Fractal Geometry of Nature.
The underlying principles of chaos may best be thought of in terms of natural, seemingly disorderly
designs.
”Nature forms patterns. Some are orderly in space but disorderly in time, others orderly
in time but disorderly in space. Some patterns are fractal, exhibiting structures selfsimilar in scale. Others give rise to steady states or oscillating ones. Pattern formation
has become a branch of physics and of materials science, allowing scientists to model the
aggregation of particles into clusters, the fractured spread of electrical discharges, and the
growth of crystals in ice and metal alloys.”
The main disadvantages of stochastic processes are:
• Someone needs to find the probabilities by analysing many pieces. Something necessary if we
want to simulate one style. The resulting models will only generate music of similar style to the
input.
• For higher order Markov models, transition tables become unmanageably large for the average
computer. While many techniques exist for a more compact representation of sparse matrices
(which usually result for higher order models), these require extra computational effort that can
hinder real time performance.
• The deviations from the norm and how they are incorporated in the music is an important aspect.
They also provide little support for structure at higher levels (unless multiple layered models
are used where each event represents an entire Markov model in itself).
8.4.3.2 Knowledge based systems
Many early systems focused on taking existing musicological rules and embedding them in computational procedures. In one sense, most AI systems are knowledge based systems (KBS). Here, we
mean systems which are symbolic and use rules or constraints. The use of KBS in music seems to be a
natural choice especially when we try to model well defined domains or we want to introduce explicit
structures or rules. Their main advantage is that they have explicit reasoning; they can explain their
choice of actions.
Even though KBS seem to be the most suitable choice, as a stand alone method, for algorithmic
composition they still exhibit some important problems:
• Knowledge elicitation is difficult and time consuming, especially in subjective domains such as
music.
• Since they do what we program them to do they depend on the ability of the ”expert”,who
in many cases is not the same as the programmer, to clarify concepts, or even find a fiexible
representation.
• They become too complicated if we try to add all the ”exceptions to the rule and their preconditions, something necessary in this domain.
8.4.3.3 Grammars
The idea that there is a grammar of music is probably as old as the idea of grammar itself.
Linguistics is an attempt to identify how language functions: what are the components, how do
the components function as a single unit, and how do the components function as single entities
within the context of the larger unit. Linguistic theory models this unconscious knowledge [of
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speech] by a formal system of principles or rules called a generative grammar, which describes (or
’generates’) the possible sentences of the language. Curtis Roads has made a distinction between the
specific use of generative grammars and the more open-ended field of algorithmic composition in that
”Generative modeling of music can be distinguished from algorithmic composition on the basis of
different goals. While algorithmic composition aims at an aesthetically satisfying new composition,
generative modeling of music is a means of proposing and verifying a theory of an extant corpus of
compositions or the competence that generated them.”
Experiments in Musical Intelligence (EMI) is a project focused on the understanding of musical
style and stylistic replication of various composers (Cope, 1991, 1992). EMI needs as an input a
minimum of two works from which extracts ”signatures” using pattern matching. The meaningful
arrangement of these signatures in replicated works is accomplished through the use of an augmented
transition network (ATN).
Some basic problems of the grammars are:
• They are hierarchical structures while much music is not (i.e. improvisation). Therefore ambiguity might be necessary since it ”can add to the representational power of a grammar”.
• Most, if not all, musical grammar implementations do not make any strong claims about the
semantics of the pieces.
• Usually a grammar can generate a large number musical strings of questionable quality.
• Parsing is, in many cases, computationally expensive especially if we try to cope with ambiguity.
8.4.3.4 Evolutionary methods
Genetic algorithms (GAs) have proven to be very efficient search methods, especially when dealing
with problems with very large search spaces. This, coupled with their ability to provide multiple
solutions, which is often what is needed in creative domains, makes them a good candidate for a
search engine in a musical application. Taking inspiration from natural evolution to guide search of
problem space, the idea is that good compositions, or composition systems can be evolved from an
initial (often random) starting point.

Algorithm GeneticAlg
Initialise population
while not finished evolving
Calculate fitness of each individual
Select prefered individuals to be parents
for N ¡= populationSize
Breed new individuals
(cross over + mutation)
Build next generation
Render output

We can divide these attempts into two categories based on the implementation of the fitness function.
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Use of an objective fitness function. In this case the chromosomes are evaluated based on formally
stated, computable functions. The efficacy of the GA approach depends heavily on the amount
of knowledge the system possesses; even so GAs are not ideal for the simulation of human
musical thought because their operation in no way simulates human behaviour.
Use of a human as a fitness function. Usually we refer to this type of GA as interactive-GA (IGA).
In this case a human replaces the fitness function in order to evaluate the chromosomes.
These attempts exhibit two main drawbacks associated with all IGAs:
• Subjectivity
• Efficiency, the ”fitness bottleneck. The user must hear all the potential solutions in order to
evaluate a population.
Moreover, this approach tells us little about the mental processes involved in music composition
since all the reasoning is encoded inaccessibly in the users mind. Most of these approaches exhibit
very simple representations in an attempt to decrease the search space, which in some cases compromises their output quality.

8.4.3.5 Systems which learn
In the category of learning systems are systems which, in general, do not have a priori knowledge
(e.g. production rules, constraints) of the domain, but instead learn its features by examples. We can
further classify these systems, based on the way they store the information, to subsymbolic/distributive
(Artificial Neural Networks, ANN) and symbolic (Machine Learning, ML).
ANNs offer an alternative for algorithmic composition to the traditional symbolic AI methods,
one which loosely resembles the activities in the human brain, but at the moment they do not seem to
be as efficient or as practical, at least as a stand-alone approach. Some of their disadvantages are:
• Composition as compared with cognition is a much more highly intellectual process (more
”symbolic”).The output from a ANN matches the probability distribution of the sequence set
to which it is exposed, something which is desirable, but on the other hand shows us its limit:
”While ANNs are capable of successfully capturing the surface structure of a melodic passage
and produce new melodies on the basis of the thus acquired knowledge, they mostly fail to pick
up the higher-level features of music, such as those related to phrasing or tonal functions”.
• The representation of time can not be dealt efficiently even with ANNs which have feedback.
Usually they solve toy problems, with many simplifications, when compared with the knowledge based approaches.
• They can not even reproduce fully the training set and when they do this it might mean that they
did not generalise.
• Even though it seems exciting that a system learns by examples this is not always the whole
truth since the human in many cases needs to do the ”filtering” in order not to have in the
training set examples which conflict.
• Usually, the researchers using ANNs say that their advantage over knowledge based approaches
is that they can learn from examples things which can’t be represented symbolically using rules
(i.e. the ”exceptions”).
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8.4.3.6 Hybrid systems
Hybrid systems are ones which use a combination of AI techniques. In this section we discuss systems
which combine evolutionary and connectionist methods, or symbolic and subsymbolic ones. The
reason behind using hybrid systems, not only for musical applications, is very simple and logical.
Since each AI method exhibits different strengths then we should adopt a ”postmodern attitude by
combining them.
The main disadvantage of hybrid systems is that they are usually complicated, especially in the
case of tightly-coupled or fully integrated models. The implementation, verification and validation is
also time consuming.

8.4.4 Discussion
First there is usually no evaluation of the output by real experts (e.g., professional musicians) in
most of the systems and second, the evaluation of the system (algorithm) is given relatively small
consideration
Knowledge representation Two almost ubiquitous issues in AI are representation of knowledge
and search method. From one point of view, our categorisation above, reflects the search method,
which however, constrains the possible representations of knowledge. For example structures which
are easily represented symbolically are often difficult to represent with a ANN.
In many AI systems, especially symbolic, the choice of the knowledge representation is an important factor in reducing the search space. For example Biles (1994) and Papadopoulos and Wiggins
(1998) used a more abstract representation, representing the degrees of the scale rather than the absolute pitches. This reduced immensely the search space since the representation did not allow the
generation of non-scale notes (they are considered dissonant) and the inter-key equivalence was abstracted out.
Most of the systems reviewed exhibit a single, fixed representation of the musical structures.
Some, on the other hand, use multiple viewpoints which we believe simulate more closely human
musical thinking.
Computational Creativity Probably the most difficult task is to incorporate in our systems the
concept of creativity. This is difficult since we do not have a clear idea of what creativity is (Boden,
1996).
Some characteristics of computational creativity, which were proposed by Rowe and Partridge
(1993) are:
• Knowledge representation is organised in such a way that the number of possible associations
is maximised. A flexible knowledge representation scheme. Similarly Boden (1996) says that
representation should allow to explore and transform the conceptual space.
• Tolerate ambiguity in representations.
• Allow multiple representations in order to avoid the problem of ”functional fixity”.
• The usefulness of new combinations should be assessable.
New combinations need to be elaboratable to find out their consequences. One question that AI
researchers should aim to answer is: do we want to simulate human creativity itself or the results of
it? (Is DEEP BLUE creative, even if it does not simulate the human mind?) This is more or less similar
to the, subtle in many cases, distinction between cognitive modeling and knowledge engineering.
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8.4.5 Emerging Trends
There are trends that, while being foreign to the Music Generation Modelling domain, propose issues
that need to be taken in due consideration because they may condition the musical creation in the very
near future2 .

Internet as a Participation Architecture The Internet is developing as an architecture of participation. There is a fast development of support to the creation of musical subcultures. In fact new musical
styles develop with a speed never seen before. The spreading of new works of art happens through
peer recommendation. In this way the Internet contributes to social innovation and the creation of
social interaction and integration without much of geographic boundaries. Even language boundaries
are less important in the musical domain, which stimulates the emergence of World Musics. In this
way music and Internet have functions that create mutual synergy. In this way music can become an
antidote for individualism. Technology could help in bringing people together through musical communication and interaction. However, many of these new systems depend on information gathering
technologies that cannot stand the test of acceptable user privacy and on the other hand social participation and effects of entrainment are not well understood. What kind of participative technologies are
needed in this domain?

Music as a Multi-Modal phenomenon Up to recent, most music technology researchers have associated music research with audio. Yet the above trend shows that music is in fact grounded on
multi-modal perception and action. The way music is experienced in non-Western cultures and in the
modern Wester popular culture is a good example of the multi-modal basis of music, e.g. its association with dance, costumes, decor etc... The multi-modal aspect of musical interaction draws on the
idea that the sensory systems, auditory, visual, haptic, and tactile, as well as movement perception,
form a fully integrated part of the way the human subject is involved with music during interactive
musical communication. However, the multi-modal basis of the musical experience is very badly understood, as is the coupling between perception and action. A more thorough scientific understanding
of the multi-modal basis of music, as well as of the close interaction between perception and action,
is needed in view of the new trends towards multimedia.

Active Listener Participation Looking at the consumption pattern of people, there is also a trend
which shows that people become more active consumers. For example, children nowadays like more
their computer environment than television because they can be active with it. We don’t consume what
is presented to use, but we perform actions and we choose. (Digital television is likely to focus on
this new type of consumers in the near future in that it will offer programs with active participation.)
In music creation and performance, active participation of the audience is likely to become a new
trend provided that there is a technology which processes the actions of the consumer and feed them
back into the performance. More research is needed in exploring technology as an extension of the
human body, capture responses of the human body, as individual and as a group, and allow active
participation of the participant. This involves massive wireless networking of many people gathered
in indoor or outdoor theatres, which goes much beyond any present day mobile technology capacity
density, and high quality portable music equipment.
2

adapted from Sound and Music Computing roadmap, S2S 2 project (in preparation)
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8.5 Markov Models and Hidden Markov Models
Andrei Andreevich Markov first introduced his mathematical model of dependence, now known as
Markov chains, in 1907. A Markov model (or Markov chain) is a mathematical model used to represent the tendency of one event to follow another event, or even to follow an entire sequence of
events. Markov chains are matrices comprised of probabilities that reflect the dependence of one or
more events on previous events. Markov first applied his modeling technique to determine tendencies
found in Russian spelling. Since then, Markov chains have been used as a modeling technique for a
wide variety of applications ranging from weather systems to baseball games.
Statistical methods of Markov source or hidden Markov modeling (HMM) have become increasingly popular in the last several years. The models are very rich in mathematical structure and hence
can form a basis for use in a wide range of applications. Moreover the models, when applied properly,
work very well in practice for several important applications.

8.5.1 Markov Models or Markov chains
Markov models are very useful to represent families of sequences with certain specific statistical
properties. To explain the idea consider a simple 3 state model of the weather. We assume that once
a day, the weather is observed as being one of the following: rain (state 1); cloudy (state 2); sunny
(state 3).

Figure 8.32: State transition of the weather Markov model (from Rabiner 1999).
If we examine a sequence of observation during a month, the state rain appears a few times, and
it can be followed by rain, cloud or sun. Given a long sequence of observations, we can count the
number of times the state rain is followed by, say, a cloudy state. From this we can estimate the
probability that a rain is followed by a cloudy state. If this probability is 0.3 for example, we indicate
it as shown in Figure 8.32. The figure also shows examples of probabilities for every state to transition
to other states, including itself. The first row of the matrix A

0.4 0.3 0.3
A = {ai,j } =  0.2 0.6 0.2 
0.1 0.1 0.8
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shows the three probabilities more compactly (notice that their sum is unity). Similarly the probabilities that the cloudy state would transition into the three states can be estimated, and is shown in the
second row of the matrix. This 3 × 3 matrix is called
∑a state transition matrix, and is denoted as A
and the coefficients have the properties ai,j ≥ 0 and j ai,j = 1 since they obey standard stochastic
constraints. Figure 8.32 is called a Markov model.
Formally a Markov model (MM) models a process that goes through a sequence of discrete states,
such as notes in a melody. At regular spaced, discrete times, the system undergoes a change of state
(possibly back to same state) according to a set of probabilities associated with the state. The time
instances for a state change is denoted t and the actual state at time t as x(t). The model is a weighted
automaton that consists of:
• A set of N states, S = {s1 , s2 , s3 , . . . , sN }.
• A set of transition probabilities, A, where each ai,j in A represents the probability of a transition from si to sj . I.e ai,j = P [x(t) = j | x(t − 1) = i].
• A probability distribution, π, where πi is the probability the automaton will begin in state si , i.e
πi = P (x∑
1 = i), 1 ≤ i ≤ N . Notice that the stochastic property for the initial state distribution
vector is i πi = 1.
• E, a subset of S containing the legal ending states.
In this model, the probability of transitioning from a given state to another state is assumed to depend
only on the current state. This is known as the Markov property.
Given a sequence or a set of sequences of similar kind (e.g., a long list of melodies from a composer) the parameters of the model (the transition probabilities) can readily be estimated. The process
of identifying the model parameters is called training the model. In all discussions it is implicitly
assumed that the probabilities of transitions are fixed and do not depend on past transitions.
Suppose we are given a Markov model (i.e., A given). Given an arbitrary state sequence x =
[x(1), x(2), ..., x(L)] we can calculate the probability that x has been generated by our model. This is
given by the product
P (x) = P (x(1)) × P (x(1) → x(2)) × P (x(2) → x(3)) × · · · × P (x(L − 1) → x(L))
where P (x(1)) = π(x(1)) is the probability that x(1) is the initial state, P (x(k) → x(m)) is the
transition probability for going from x(k) to x(m), and can be found from the matrix A. For example
with reference to the weather Markov model of equation 8.9, given that the weather on day 1 is sunny
(state 3), we can ask the question: What is the probability that the weather for next 7 days will be
”sun-sun-rain-rain-sun-cloudy-sun . .”? This probability can be evaluated as
P

= π3 · a33 · a33 · a31 · a11 · a13 · a32 · a13
= 1(0.8)(0.8)(0.1)(0.4)(0.3)(0.1)(0.2)
= 1.536 × 10−4

The usefulness of such computation is as follows: given a number of Markov models (A1 for
a composer, A2 for a second composer, and so forth) and given a melody x, we can calculate the
probabilities that this melody is generated by any of these models. The model which gives the highest
probability is most likely the model which generated the sequence.

8.5.2 Hidden Markov Models
A hidden Markov model (HMM) is obtained by a slight modification of the Markov model. Thus
consider the state diagram shown in Figure 8.32 which shows three states numbered 1, 2, and 3. The
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probabilities of transitions from the states are also indicated, resulting in the state transition matrix
A shown in equation 8.9. Now we can suppose that we can not observe directly the state, but only
a symbol that is associated in a probabilistic way to the state. For example when the weather system
is in a particular state, it can output one of four possible symbols L, M, H, VH (corresponding to
temperature classes low, medium, high, very high), and there is a probability associated with each of
these. This is summarized in the so-called output matrix B


0.4 0.3 0.2 0.1
(8.10)
B = {bi,j } =  0.2 0.5 0.2 0.1 
0.1 0.1 0.4 0.4
The element bi,j represents the probability of observing the temperature class j when the weather is in
the (non observable) state i, i.e. bi,j = P (x(t) = si |x(t) = j). For example when the weather is rainy
(state i = 1), the probability of measuring medium temperature (output symbol j = 2) is b1,2 = 0.3.
More formally, an HMM requires two things in addition to that required for a standard Markov
model:
• A set of possible observations, O = {o1 , o2 , o3 , . . . , on }.
• A probability distribution B over the set of observations for each state in S.
Basic HMM problems In order to apply the hidden Markov model theory successfully there are
three problems that need to be solved in practice. These are listed below along with names of standard
algorithms which have been developed for these.
1. Learn structure problem. Given an HMM (i.e., given the matrices A and B) and an output
sequence o(1), o(2), . . . , compute the state sequence x(k) which most likely generated it. This
is solved by the famous Viterbi’s algorithm (see 8.5.4.2).
2. Evaluation or scoring problem. Given the HMM and an output sequence o(1), o(2), . . . compute the probability that the HMM generates this. We can also view the problem as one of
scoring how well a given model matches a given output sequence. If we are trying to choose
among several competing models, this ranking allow us to choose the model that best matches
the observations. The forward-backward algorithm solves this (see 8.5.4.1).
3. Training problem. How should one design the model parameters A and B such that they are
optimal for an application, e.g., to represent a melody? The most popular algorithm for this is
the expectation maximization algorithm commonly known as the EM algorithm or the BaumWelch algorithm (see Rabiner [1989] for more details).
For example let us consider a simple isolated word recognizer (see Figure 8.33). For each word we
want to design a separate N -state HHM. We represent the speech signal as a time sequence of coded
spectral vectors. Hence each observation is the index of the spectral vector closest to the original
speech signal. Thus for each word, we have a training sequence consisting of repetitions of codebook
indices of the word.
The first task is to build individual word models. This task is done by using the solution to Problem 3 to estimate model parameters for each word model. To develop an understanding of physical
meaning of the model state, we use the solution to Problem 1 to segment each of the word state sequence into states, and then study the properties of the spectral vectors that lead to the observations
occurring in each state. Finally, once the set of HMMs has been designed, recognition of an unknown
word is performed using the solution to Problem 2 to score each word model based on the observation
sequence, and select the word whose model score is highest.
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Figure 8.33: Block diagram of an isolated word recognizer (from Rabiner 1999).

We should remark that the HMM is a stochastic approach which models the given problem as a
doubly stochastic process in which the observed data are thought to be the result of having passed the
true (hidden) process through a second process. Both processes are to be characterized using only
the one that could be observed. The problem with this approach, is that one do not know anything
about the Markov chains that generate the speech. The number of states in the model is unknown,
there probabilistic functions are unknown and one can not tell from which state an observation was
produced. These properties are hidden, and thereby the name hidden Markov model.

8.5.3 Markov Models Applied to Music
Hiller and Isaacson (1957) were the first to implement Markov chains in a musical application. They
developed a computer program that used Markov chains to compose a string quartet comprised of four
movements entitled the Illiac Suite. Around the same time period, Meyer and Xenakis (1971) realized
that Markov chains could reasonably represent musical events. In his book Formalized Music Xenakis
[1971], Xenakis described musical events in terms of three components: frequency, duration, and
intensity. These three components were combined in the form of a vector and then were used as the
states in Markov chains. In congruence with Xenakis, Jones (1981) suggested the use of vectors to
describe notes (e.g., note = pitch, duration, amplitude, instrument) for the purposes of eliciting more
complex musical behavior from a Markov chain. In addition, Polansky, Rosenboom, and Burk (1987)
proposed the use of hierarchical Markov chains to generate different levels of musical organization
(e.g., a high level chain to define the key or tempo, an intermediate level chain to select a phrase of
notes, and a low level chain to determine the specific pitches). All of the aforementioned research
deals with the compositional aspects and uses of Markov chains. That is, all of this research was
focused on creating musical output using Markov chains.
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8.5.3.1 HMM models for music search: MuseArt
In the MuseArt system for music search and retrieval, developed at Michigan University by Jonah
Shifrin, Bryan Pardo, Colin Meek, William Birmingham, musical themes are represented using a
hidden Markov model (HMM).
Representation of a query. The query is treated as an observation sequence and a theme is judged
similar to the query if the associated HMM has a high likelihood of generating the query. A piece of
music is deemed a good match if at least one theme from that piece is similar to the query. The pieces
are returned to the user in order, ranked by similarity.

Figure 8.34: A sung query (from Shifrin 2002)
A query is a melodic fragment sung by a single individual. The singer is asked to select one
syllable, such as ta or la, and use it consistently during the query. The consistent use of a single
consonant-vowel pairing lessens pitch-tracker error by providing a clear onset point for each note,
as well as reducing error caused by vocalic variation. A query is recorded as a .wav file and is
transcribed into a MIDI based representation using a pitch-tracking system. Figure 8.34 shows a
time-amplitude representation of a sung query, along with example pitch-tracker output (shown as
piano roll) and a sequence of values derived from the MIDI representation (the deltaP itch, IOI and
IOIratio values). Time values in the figure are rounded to the nearest 100 milliseconds. We define
the following.
• A note transition between note n and note n + 1 is described by the duple < deltaP itch,
IOIratio >.
• deltaP itchn is the musical interval, i.e. the pitch difference in semitones between note n and
note n + 1.
• IOIration is IOIn /IOIn+1 , where the inter onset interval (IOIn ) is the difference between
the onset of notes n and n + 1. For the final transition, IOIn = IOIn /durationn+1 .
A query is represented as a sequence of note transitions. Note transitions are useful because they
are robust in the face of transposition and tempo changes. The deltaP itch component of a note
transition captures pitch-change information. Two versions of a piece played in two different keys
have the same deltaP itch values. The IOIratio represents the rhythmic component of a piece. This
remains constant even when two performances are played at very different speeds, as long as relative
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durations within each performance remain the same. In order to reduce The number of possible IOI
ratios is reduced by quantizing them to one of 27 values, spaced evenly on a logarithmic scale. A
logarithmic scale was selected because data from a pilot study indicated that sung IOIratio values
fall naturally into evenly spaced bins in the log domain.

Figure 8.35: Markov model for a scalar passage (from Shifrin 2002)
The directed graph in Figure 8.35 represents a Markov model of a scalar passage of music. States
are note transitions. Nodes represent states. The numerical value below each state indicates the
probability a traversal of the graph will begin in that state. As a default, all states are assumed to be
legal ending states. Directed edges represent transitions. Numerical values by edges indicate transition
probabilities. Only transitions with non-zero probabilities are shown.
In Markov model, it is implicitly assumed that whenever state s is reached, it is directly observable,
with no chance for error. This is often not a realistic assumption. There are multiple possible sources
of error in generating a query. The singer may have incorrect recall of the melody he or she is
attempting to sing. There may be production errors (e.g., cracked notes, poor pitch control). The
transcription system may introduce pitch errors, such as octave displacement, or timing errors due to
the quantization of time. Such errors can be handled gracefully if a probability distribution over the set
of possible observations (such as note transitions in a query) given a state (the intended note transition
of the singer) is maintained. Thus, to take into account these various types of errors, the Markov
model should be extended to a hidden Markov Model, or HMM. The HMM allows us a probabilistic
map of observed states to states internal to the model (hidden states). In the system, a query is a
sequence of observations. Each observation is a note-transition duple, < deltaP itch, IOIratio >.
Musical themes are represented as hidden Markov models whose states also corresponds to notetransition duples. To make use of the strengths of a hidden Markov model, it is important to model
the probability of each observation oi in the set of possible observations, O, given a hidden state, s.
Making Markov Models from MIDI. Our system represents musical themes in a database as
HMMs. Each HMM is built automatically from a MIDI file encoding the theme. The unique duples
characterizing the note transitions found in the MIDI file form the states in the model. FigureFigure 8.35 shows a passage with eight note transitions characterized by four unique duples. Each unique
duple is represented as a state. Once the states are determined for the model, transition probabilities
between states are computed by calculating what proportion of the time state a follows state b in the
theme. Often, this results in a large number of deterministic transitions. Figure 8.36 is an example
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of this, where only a single state has two possible transitions, one back to itself and the other on to
the next state. Note that there is not a one-to-one correspondence between model and observation se-

Figure 8.36: Markov model for Alouette fragment (from Shifrin 2002)
quence. A single model may create a variety of observation sequences, and an observation sequence
may be generated by more than one model. Recall that our approach defines an observation as a duple,
< deltaP itch, IOIratio >. Given this, the observation sequence q = {(2, 1), (2, 1), (2, 1)} may be
generated by the HMM in Figure 8.35 or the HMM in Figure 8.36.
Finding the best target. The themes in the database are coded as HMMs and the query is treated as
an observation sequence. Given this, we are interested in finding the HMM most likely to generate the
observation sequence. This can be done using the Forward algorithm. The Forward algorithm, given
an HMM and an observation sequence, returns a value between 0 and 1, indicating the probability the
HMM generated the observation sequence. Given a maximum path length, L, the algorithm takes all
paths through the model of up to L steps. The probability each path has of generating the observation
sequence is calculated and the sum of these probabilities gives the probability that the model generated
the observation sequence. This algorithm takes on the order of |S|2 L steps to compute the probability,
where |S| is the number of states in the model.
Let there be an observation sequence (query), O, and a set of models (themes), M . An order may
be imposed on M by performing the Forward algorithm on each model m in M and then ordering the
set by the value returned, placing higher values before lower. The i-th model in the ordered set is then
the i-th most likely to have generated the observation sequence. We take this rank order to be a direct
measure of the relative similarity between a theme and a query. Thus, the first theme is the one most
similar to the query.
8.5.3.2 Markov sequence generator
Markov models can be thought of as generative models. A generative model describes an underlying
structure able to generate the sequence of observed events, called an observation sequence. Note that
there is not a one-to-one correspondence between model and observation sequence. A single model
may create a variety of observation sequences, and an observation sequence may be generated by
more than one model.
A HMM can be used as generator to give an observation sequence O as follow
1. Choose initial state x(1) = S1 according the initial state distribution π.
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2. Set t = 1
3. Choose o(t) according the symbol probability distribution in state x(t) described in matrix B
4. Transit to new state x(t+1) = Sj according to the state transition probability for state x(t) = i,
i.e. ai,j
5. Set t = t + 1 and return to step 2
If a simple Markov model is used as generator, step 3 is skipped, and the state x(t) is used in output.
The ”hymn tunes” of Figure 8.37 were generated by computer from an analysis of the probabilities
of notes occurring in various hymns. A set of hymn melodies were encoded (all in C major). Only
hymn melodies in 4/4 meter and containing two four-bar phrases were used. The first ”tune” was
generated by simply randomly selecting notes from each of the corresponding points in the analyzed
melodies. Since the most common note at the end of each phrase was ‘C’ there is a strong likelihood
that the randomly selected pitch ending each phrase is C.

Figure 8.37: ”Hymn tunes” generated by computer from an analysis of the probabilities of notes
occurring in various hymns. From Brooks, Hopkins, Neumann, Wright. ”An experiment in musical
composition.” IRE Transactions on Electronic Computers, Vol. 6, No. 1 (1957).

8.5.4 Algorithms
8.5.4.1 Forward algorithm
The Forward algorithm is uses to solve the evaluation or scoring problem. Given the HMM λ =
(A, B, Π) and an observation sequence O = o(1)o(2) . . . o(L) compute the probability P (O|λ) that
the HMM generates this. We can also view the problem as one of scoring how well a given model
matches a given output sequence. If we are trying to choose among several competing models, this
ranking allow us to choose the model that best matches the observations. The most straighforward
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procedure is through enumerating every possible state sequence of lenght L (the number of observations), computing the joint probability of the state sequence and O and finally summing the joint
probabilty over all possible sate sequence. But if there are N possible states that can be reached,
there are N L possible state sequences and thus such direct approach have exponential computational
complexity.
However we can notice that there are only N states and we can apply a dynamic programming
stategy. To this purpose let us define the forward variable αt (i) as
αt (i) = P (o(1)o(2) . . . o(t), x(t) = si |λ)
i.e. the probability of the partial observation o(1)o(2) . . . o(t) and state si at time t, given the model λ.
The Forward algorithm solves the problem with a dynamic programming strategy, using an iteration
on the sequence length (time t), as follows:
1. Initialization
α1 (i) = π(i)bi (o1 ), 1 ≤ i ≤ N
2. Induction
αt+1 (i) =

[N
∑

]
αt (i)aij bj (ot+1 ) 1 ≤ t ≤ L − 1

i=1

1≤i≤N
3. Termination
P (O|λ) =

N
∑

αL (i)

i=1

Step 1) initializes the forward probabilities as the joint probability of state i and initial observation
o(1). The induction step is illustrated in Figure 8.38(a). This figure shows that state sj can be reached
at time t + 1 from the N possible states at time t. Since αt (i) is the probability that o(1)o(2) . . . o(t)
is observed and x(t) = si , the product αt (i)aij is the probability that o(1)o(2) . . . o(t) is observed
and state sj is reached at time t + 1 via state si at time t. Summing this product over all the possible
states results in the probability of sj with all the previous observations. Finally αt+1 (i) s obtained by
accounting for observation ot+1 in state sj , i.e. by multiplying by the probability bj (ot+1 ). Finally
step 3) gives the desired P (O|λ) as the sum of the terminal forward variables αL (i). In fact αL (i)
is the probability of the observed sequence and that the system at time t = L is in the state si .
Hence P (O|λ) is just the sum of the αL (i)’s. The time computational complexity of this algorithm
is O(N 2 L). The forward probability calculation is based upon the lattice structure shown in figure
8.38(b). The key is that since there are only N states, all the possible state sequences will remerge
into these N nodes, no matter how long the observation sequence. Notice that the calculation of αt (i)
involves multiplication with probabilities. All these probabilities have a value less than 1 (generally
significantly less than 1), and as t starts to grow large, each term of αt (i) starts to head exponentially
to zero, exceed the precision range of the machine. To avoid this problem, a version of the Forward
algorithm with scaling should be used. See Rabiner [1989] for more details.
8.5.4.2 Viterbi algorithm
The Viterbi algorithm, based on dynamic programming, is used to solve the structure learning problem. Given an HMM λ (i.e., given the matrices A and B) and an output sequence O = {o(1)o(2) . . . o(L)},
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(a)

(b)

Figure 8.38: (a) Illustration of the sequence of operations required for the computation of the forward
variable αt+1 (i). (b) Implementation of the computation of αt+1 (i) in terms of a lattice of observation
t and states i.
find the single best state sequence X = {x(1)x(2) . . . x(L} which most likely generated it. To this
purpose we define the quantity
δt (i) = P [x(1)x(2) . . . x(t) = si , o(1)o(2) . . . o(t) |λ]
i.e. δt (i) is the best score (highest probability) along a single path at time t, which accounts for the
first t observations and ends in state si . By induction we have
δt+1 (i) = max [δt (i)aij ] bj (ot+1 )
i

To actually retrieve the state sequence, we need to keep track of the argument which maximized the
previous expression, for each t and j using a predecessor array ψt (j). The complete procedure of
Viterbi algorithm is
1. Initialization
for 1 ≤ i ≤ N
δ1 (i) = π(i)bi (o1 )
ψ1 (i) = 0
2. Induction
for 1 ≤ t ≤ L − 1
for 1 ≤ j ≤ N
δt+1 (j) = maxi [δt (i)aij ] bj (ot+1 )
ψt+1 (j) = argmaxi [δt (i)aij ]
3. Termination
P ∗ = maxi [δT (i)]
x∗ (T ) = argmaxi [δT (i)]
4. Path backtracking
for t = L − 1 downto 1
x∗ (t) = ψt+1 (x∗t+1 )
Notice that the structure of Viterbi algorithm is similar in implementation to forward algorithm.
The major difference is the maximization over the previous states which is used in place of the summing procedure in forward algorithm. Both algorithms used the lattice computational structure of
This book is licensed under the CreativeCommons Attribution-NonCommercial-ShareAlike 3.0 license,
c
⃝2005-2012
by the authors except for paragraphs labeled as adapted from <reference>

8-50

Algorithms for Sound and Music Computing [v.April 15, 2012]

figure 8.38(b) and have computational complexity N 2 L. Also Viterbi algorithm presents the problem of multiplicationof probabilities. One way to avoid this is to take the logarithm of the model
parameters, giving that the multiplications become additions. The induction thus becomes
log[δt+1 (i)] = max(log [δt (i)] + log [aij ] + log [bj (ot+1 )]
i

Obviously will this logarithm become a problem when some model parameters has zeros present.
This is often the case for A and π and can be avoided by adding a small number to the matrixes.
See Rabiner [1989] for more details.
To get a better insight of how the Viterbi (and the alternative Viterbi) works, consider a model
with N = 3 states and an observation of length L = 8. In the initialization (t = 1) is δ1 (1), δ1 (2) and
δ1 (3) found. Lets assume that δ1 (2) is the maximum. Next time (t = 2) three variables will be used
namely δ2 (1), δ2 (2) and δ2 (3). Lets assume that δ2 (1) is now the maximum. In the same manner will
the following variables δ3 (3), δ4 (2), δ5 (2), δ6 (1), δ7 (3) and δ8 (3) be the maximum at their time, see
Fig.8.39. This algorithm is an example of what is called the Breadth First Search (Viterbi employs
this essentially). In fact it follows the principle: ”Do not go to the next time instant t + 1 until the
nodes at at time T are all expanded”.

Figure 8.39: Example of Viterbi search.

8.6 Appendix
8.6.1 Generative Theory of Tonal Music of Lerdahl and Jackendorf
Lerdahl and Jackendoff (1983) developed a model called Generative Theory of Tonal Music (GTTM).
This model offers a complementary approach to understanding melodies, based on a hierarchical
structure of musical cognition. According to this theory music is built from an inventory of notes and
a set of rules. The rules assemble notes into a sequence and organize them into hierarchical structures
of music cognition. To understand a piece of music means to assemble these mental structures as we
listen to the piece.
It seeks to elucidate a number of perceptual characteristics of tonal music - segmentation, periodicity, differential degrees of importance being accorded to the components of a musical passage or
work, the flow of tension and relaxation as a work unfolds - by employing four distinct analytical levels, each with its own more-or-less formal analytical principles, or production rules. These production
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rules, or Well-Formedness rules, specify which analytical structures may be formed - which analytical structures are possible - in each of the four analytical domains on the basis of a given musical
score. Each domain also has a set of Preference Rules, which select between the possible analytical
structures so as to achieve a single ”preferred” analysis within each domain.

Figure 8.40: Main components of Lerdahl and Jackendoff’s generative theory of tonal music.
GTTM proposes four types of hierarchical structures associated with a piece: the grouping structure, the metrical structure, the time-span reduction structure, and the prolongational reduction structure (fig. 8.40).
The grouping structure describes the segmentation units that listeners can establish when hearing a
musical surface: motives, phrases, and sections.
The metrical structure describes the rhythm hierarchy of the piece. It assign a weight to each note
depending on the beat in which is played . In this way notes played on strong (down) beats have
higher weight than notes played on week (up) beats.
The time-span reduction structure is a hierarchical structure describing the relative structural importance of notes within the audible rhythmic units of a phrase (see Fig. 8.41). It differentiate
the essential parts of the melody from the ornaments. The essential parts are further dissected
into even more essential parts and ornament on them. The reduction continues until the melody
is reduced to a skeleton of the few most prominent notes.
The prolongational reduction structure is a hierarchical structure describing tension-relaxation relationships among groups of notes. This structure captures the sense of musical flow across
phrases, i.e. the build-up and release of tension within longer and longer passages of the piece,
until a feeling of maximum repose at the end of the piece. tension builds up as the melody
departs from more stable notes to less stable ones and is discharged when the melody returns
to stable notes. tension and release are also felt as a result of moving from dissonant chords to
consonant ones, from non accented notes to accented ones and from higher to lower notes.
The four domains - Metrical, Grouping, Time-Span and Prolongational - are conceived of as partially
interdependent and at the same time as modelling different aspects of a listener’s musical intuitions.
Each of these four components consists of three sets of rules:
Well-formedness Rules which state what sort of structural descriptions are possible. These rules
define a class of possible structural descriptions.
Preference Rules which try to select from the possible structures the ones that correspond to what an
experienced listener would hear. They are designed to work together to isolate those structural
descriptions in the set defined by the well-formedness rules that best describe how an expert
listener interprets the passage given to the theory as input.
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Figure 8.41: Example of a time-span tree for the beginning of the All of me ballad [from Arcos 1997].
Transformational Rules that allow certain distortions of the strict structures prescribed by the wellformedness rules.

Figure 8.42: Example of GTTM analysis of the first four bars of the second movement of Mozart’s
K.311: Metrical analysis (dots below the piece ) and Time-Span analysis (tree-structure above the
piece) [from Cross 1998].
The application of their theory to the first four bars of the second movement of Mozart’s K.311 is
shown in fig. 8.42 and 8.43. The Metrical analysis (shown in the dots below the piece in Figure 8.42)
appears self-evident, deriving from Well-Formedness Rules such as those stating that ”Every attack
point must be associated with a beat at the smallest metrical level present at that point in the piece”
(although the lowest, semiquaver, level is not shown in the figure), ”At each metrical level, strong
beats are spaced either two or three beats apart”, etc. These Well-Formedness rules are supplemented
by Preference rules, that suggest preference should be given to e.g., ”metrical structures in which the
strongest beat in a group appears relatively early in the group”, ”metrical structures in which strong
beats coincide with pitch events”, etc..
The Grouping structure (shown in the brackets above the piece in Figure 8.42) appears similarly
self-evident, being based on seemingly truistic Well-Formedness rules such as ”A piece constitutes a
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Figure 8.43: Example of GTTM analysis of the first four bars of the second movement of Mozart’s
K.311: Prolongational analysis [from Cross 1998].
group”, ”If a group contains a smaller group it must contain all of that smaller group” (thus ensuring a
strictly nested hierarchy), etc. Preference rules here specify such matters as the criteria for determining
group boundaries (which should occur at points of disjunction in the domains of pitch and time),
conditions for inferring repetition in the grouping structure, etc. Thus a group boundary is formed
between the end of bar two and the beginning of bar three both in order to ensure the symmetrical
subdivision of the first four bars (themselves specifiable as a group in part because of the repetition
of the opening of bar one in bar five) and because the pitch disjunction occurring between the G and
the C is the largest pitch interval that has occurred in the upper voice of the piece up to that moment.
Perhaps the only point of interest in the Grouping analysis is the boundary between the third quaver
of bar three and the last semiquaver of that bar, brought about by the temporal interval between the
two events (again, the largest that has occurred in the piece up to that moment). Here, the Grouping
structure and the Metrical structure are not congruent, pointing-up a moment of tension at the level of
the musical surface that is only resolved by the start of the next group at bar five.
The Time-Span analysis (tree-structure above the piece in Figure 8.42) is intended to depict the
relative salience or importance of events within and across groups. The Grouping structure serves
as the substrate for the Time-Span analysis, the Well-Formedness rules in this domain being largely
concerned with formalising the relations between Groups and Time-Spans. The Preference rules
suggest that metrically and harmonically stable events should be selected as the ”heads” of TimeSpans, employment of these criteria resulting in the straightforward structure shown in the Figure.
This shows clearly the shift in metrical position of the most significant event in each Group or TimeSpan, from downbeat in bar one to upbeat crotchet in bars two and three to upbeat quaver in bar
four.
A similar structure is evident in the Prolongational analysis (Figure 8.43), which illustrates the
building-up and release of tension as a tonal piece unfolds. The Prolongational analysis derives in
part from the Time-Span analysis, but is primarily predicated on harmonic relations, which the WellFormedness and Preference rules specify as either prolongations (tension-producing or maintaining)
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or progressions (tension-releasing).
Lerdahl and Jackendoff’s theory however lack of a detailed, formal account of tonal-harmonic
relations and tend to neglect of the temporality of musical experience. Moreover it let the analyst to
make different choices that are quite difficult to formalize and implement on a computational model.
Although the authors attempt to be thorough and formal throughout the theory, they do not resolve
much of the ambiguity that exists through the application of the preference rules. There is little or no
ranking of these rules to say which should be preferred over others and this detracts from what was
presented as a formal theory.

8.6.2 Narmour’s implication realization model
An intuition shared by many people is that appreciating music has to do with expectation. That is, what
we have already heard builds expectations on what is to come. These expectations can be fulfilled or
not by what is to come. If fulfilled, the listener feels satisfied. If not, the listener is surprised or even
disappointed. Based on this observation, Narmour proposed a theory of perception and cognition
of melodies based on a set of basic grouping structures, the Implication/Realization model, or I/R
model3 .

Figure 8.44: Top: Eight of the basic structures of the I/R model. Bottom: First measures of All of Me,
annotated with I/R structures.
According to this theory, the perception of a melody continuously causes listeners to generate
expectations of how the melody will continue. The sources of those expectations are two-fold: both
innate and learned. The innate sources are hard-wired into our brain and peripheral nervous system,
according to Narmour, whereas learned factors are due to exposure to music as a cultural phenomenon,
and familiarity with musical styles and pieces in particular.
The innate expectation mechanism is closely related to the gestalt theory for visual perception.
Narmour claims that similar principles hold for the perception of melodic sequences. In his theory,
these principles take the form of implications: Any two consecutively perceived notes constitute a
melodic interval, and if this interval is not conceived as complete, or closed, it is an implicative
interval, an interval that implies a subsequent interval with certain characteristics. In other words,
some notes are more likely to follow the two heard notes than others. Two main principles concern
registral direction and intervallic difference.
• The principle of registral direction states that small intervals imply an interval in the same
registral direction (a small upward interval implies another upward interval, and analogous for
3

adapted from Mantaras AI Magazine 2001
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downward intervals), and large intervals imply a change in registral direction (a large upward
interval implies another upward interval and analogous for downward intervals).
• The principle of intervallic difference states that a small (five semitones or less) interval implies
a similarly-sized interval (plus or minus 2 semitones), and a large intervals (seven semitones or
more) implies a smaller interval.
Based on these two principles, melodic patterns can be identified that either satisfy or violate the
implication as predicted by the principles. Such patterns are called structures and labelled to denote
characteristics in terms of registral direction and intervallic difference. Eight such structures are shown
in figure 8.44(top). For example, the P structure (Process) is a small interval followed by another
small interval (of similar size), thus satisfying both the registral direction principle and the intervallic
difference principle. Similarly the IP (Intervallic Process) structure satisfies intervallic difference, but
violates registral direction.
Additional principles are assumed to hold, one of which concerns closure, which states that the
implication of an interval is inhibited when a melody changes in direction, or when a small interval
is followed by a large interval. Other factors also determine closure, like metrical position (strong
metrical positions contribute to closure, rhythm (notes with a long duration contribute to closure), and
harmony (resolution of dissonance into consonance contributes to closure).
These structures characterize patterns of melodic implications (or expectation) that constitute the
basic units of the listener perception. Other resources such as duration and rhythmic patterns emphasize or inhibit the perception of these melodic implications. The use of the implication-realization
model provides a musical analysis of the melodic surface of the piece.
The basic grouping structure are shown in fig. 8.44:
P (process) structure a pattern composed of a sequence of at least three notes with similar intervallic
distances and the same registral direction;
ID (intervallic duplication) structure a pattern composed of a sequence of three notes with the same
intervallic distances and different registral direction;
D (duplication) structure a repetition of at least three notes;
IP (intervallic process) structure a pattern composed of a sequence of three notes with similar intervallic distances and different registral direction;
R (reversal) structure a pattern composed of a sequence of three notes with different registral direction; the first interval is a leap, and the second is a step;
IR (intervallic reversal) structure a pattern composed of a sequence of three notes with the same
registral direction; the first interval is a leap, and the second is a step;
VR (registral reversal) structure a pattern composed of a sequence of three notes with different
registral direction; both intervals are leaps.
In fig. 8.44 (bottom) the first three notes form a P structure, the next three notes an ID, and the
last three notes another P. The two P structures in the figure have a descending registral direction, and
in both cases, there is a duration cumulation (the last note is significantly longer).
Looking at melodic grouping in this way, we can see how each pith interval implies the next.
Thus, an interval can be continued with a similar one (such as P or ID or IP or VR) or reversed with a
dissimilar one. That is, a step (small interval) is followed by a leap (large interval) between notes in
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the same direction would be a reversal of the implied interval (another step was expected, but instead,
a leap is heard) but not a reversal of direction. Pitch motion can also be continued by moving in the
same direction (up or down) or reversed by moving in the opposite direction. The strongest kind of
reversal involves both a reversal of intervals and of direction. When several small intervals (steps)
move consistently in the same direction, they strongly imply continuation in the same direction with
similar intervals. If a leap occurs instead of a step, it creates a continuity gap, which triggers the
expectation that the gap should be filled in. To fill it, the next step intervals should move in the
opposite direction from the leap, which also tends to limit pitch range and keeps melodies moving
back toward a centre.
Basically, continuity (satisfying the expectation) is nonclosural and progressive, whereas reversal
of implication (not satisfying the expectation) is closural and segmentative. A long note duration after
reversal of implication usually confirm phrase closure.

Figure 8.45: Example of Narmour analysis of the first four bars of the second movement of Mozart’s
K.311 [from Cross 1998].

Any given melody can be described by a sequence of Narmour structures. Fig. 8.45 Narmour’s
analysis of the first four bars of the second movement of K.311 is shows. Letters (IP, P, etc.) within
the ”grouping” brackets identify the patterns involved, while the b’s and d’s in parentheses above
the top system indicate the influence of, respectively, metre and duration. The three systems show
the progressive ”transformation” of pitches to higher hierarchical levels, and it should be noted that
the steps involved do not produce a neatly nested hierarchy of the sort that Lerdahl and Jackendoff’s
theory provides.
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8.7 Commented bibliography
A good tutorial on Hidden Markov Models is Rabiner [1989]. Hiller and Isaacson Hiller and Isaacson
[1959] were the first to implement Markov chains in a musical application. The application of HMM
representation of musical theme for search, described in Sect. 8.5.3.1, is presented in Shifrin et al.
[2002].
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